
AUSTRALIAN 

JOURNAL 

OF 

INTELLIGENT 

INFORMATION 

PROCESSING 

SYSTEMS 

Volume 6, No. 1 
Autumn2000 

j .... . ~ .... 

I 
I 
i 
I 

" 

.... • 
~~ .................... .-. ....... __ ~ 
----- --~ 



Editorial Policy 

The Australian Journal of Intelligent Information Processing Systems is an interdisciplinary forum for providing the latest 
information on research developments and related activities in the design and implementation of intelligent information 
processing systems. 

The areas of interest include, but are not limited to: 

• 
• 
• 
• 
• 

artificial intelligence 
artificial neural networks 
computer science 
fuzzy systems 
virtual reality 

The journal publishes both theoretical and application-oriented papers in diverse areas related to intelligent systems. The 
journal also publishes survey articles, short notes, Ph.D. thesis abstracts and project reports. 

Editorial Board 

Yianni Attikiouzel 
Editor in Chief 
The University of Western Australia, Australia 
James C. Bezdek 
University of West Florida, USA 
Tony Constantinides 
Imperial College of Science, Technology & 
Medicine, U.K. 
John Debenham 
University of Technology, Sydney, Australia 
Tom Downs 
The University of Queensland, Australia 
Peter Eklund 
University of Adelaide, Australia 
NormanFoo 
Sydney University, Australia 
Toshio Fukuda 
Nagoya University, Japan 
Ray Jarvis 
Monash University, Australia 

Nikola Kasabov 
University of Otago, New Zealand 
Andrew Lister 
University of Queensland, Australia 
Robert Marks 
University of Washington, USA 
Marimuthu Palaniswami 
The University of Melbourne, Australia 
Patrick Simpson 
Orincon Corporation, USA 
M.V. Srinivasan 
Australian National University, Australia 
A.C. Tsoi 
The University of Queensland, Australia 
A. Venetsanopolous 
University ofToronto, Canada 
KitPo Wong 
The University of Western Australia, Australia 

Responsibility for the content of papers rests upon the authors and not with the publishers. Data and conclusions 
developed by the authors are for information only and are not intended for use without independent substantiating 
investigation on the part of the potential user. 

The Australian Journal oflntelligent Information Processing Systems is published quarterly. All correspondence including 
manuscripts and advertising inquiries should be addressed to the Editor in Chief: Professor Yianni Attikiouzel, Centre of 
Intelligent Information Processing Systems, The University of Western Australia, Nedlands, WA, 6907, Australia. 

Abstracting is permitted with due credit to the Australian Journal of Intelligent Information Processing Systems. 

Subscriptions: Individual rate: A$80 within Australia, A$90 overseas; institutional rate: A$220 within Australia, A$250 
overseas. (Please note that these apply until 30 June, 2000.) 

Individual copies can be purchased at A$15 per single copy. 

Reprints of technical articles are available, quantities of no less than 50 can be ordered. Orders should be addressed to: 
AJIIPS, Centre of Intelligent Information Processing Systems, The University of Western Australia, Nedlands, W A, 6907, 
Australia. E-mail address: ajiips@ee.uwa.edu.au 



r 

Australian Journal of Intelligent Information 
Processing Systems 

ISSN: 1321-2133 

CONTENTS 

GUEST EDITOR'S INTRODUCTION 

Volume 6, No.1 
Autumn2000 

(Southern hemisphere) 

AJIIPS Special Issue: IEEE Bio-medical Imaging Workshop October 1999 
Dr Kanagasingam Yogesan (Guest Editor) ........................................................................... l 

Letter to the Editor: Legal aspects of electronic image manipulation 
Chris f. Barry, Robert E. Eikelboom and Kanagasingam Yogesan ........................................ 3 

Efficient Volume Rendering of 3D Medical Data on parallel Computers 
Hong Xie .................................................................................................................... ............ 6 

Shape Capture, Analysis and Registration 
Rosalind Sadleir ............................................. ............. ................................................. ........ 12 

An Animated Model of the Knee Joint 
Michelle Davies and Christopher f. S. deSilva ................................................................... 18 

Segmenting the Breast Border and Nipple on Mammograms 
Ramachandran Chandrasekhar and Yianni Attikiouzel ........... ... ........................................ 24 

Compression of Images of the Cornea and Retina for Telemedicine 
Robert H Eikelboom, Kanagasingam Yogesan and Christopher J Barry ............................. 30 

Texture Classification based on Cooccurence of Gray level Run Length Matrices 
Fritz Albregtsen and Brigitte Nielsen ................................................................................. 38 

Quantitative Description of Spatially Homogeneous Textures by Characteristic 
Grey Level Co-Occurrences 
Georgy Gimel'farb ....................... .. .......... ................... ....... .. .... ............................. ............. .. 46 

Author Biographies ................................................................................................... ............ 54 
Abstracts of Postgraduate Research Theses ............................................................. 57 
Calendar ........................................................................................................................ 59 

This is a refereed journal. 
Abstracted by INSPEC. 

Australian Journal of Intelligent lnfomJation Processing Systems Volume 6, No. 1 



ii 

NOTICE TO SUBSCRIBERS 

As a consequence of production delays no issues of AJIIPS dated 
1999 have been published. 

Volume 5 Number 4 dated Summer 1998 is followed by Volume 6 
Number 1 dated Autumn 2000. 

Subscribers will receive the number of copies to which they are 
entitled, regardless of date . 

Volume 6, No. 1 Australian Journal of Intelligent Information Processing Systems 



Special Issue on the 
IEEE Bio-medical lmaging Workshop 

October 1999 
Perth, Australia 

Guest Editor's Introduction 

The first IEEE Bio-medical Imaging Workshop (IEEE-BMI) focused on various applications of imaging in 
bio-medical field. This was held at the Lions Eye Institute in Perth, Western Australia on 27th October 
1999. A series of lectures from the major researchers in the bio-medial field in Australia gave a perspective 
on imaging applications in their field of expertise, e.g. biology, pathology, ophthalmology, radiology, 
anatomy, forensic science and telemedicine. There was also an exhibition of imaging packages and 
instruments by various imaging companies and service providers. All together sixty-five researchers, 
clinicians and students attended this workshop. Due to overwhelming interest, we have decided to organise 
the IEEE-BM! workshop every 2nd year in Perth. 

Five papers from this workshop were selected for publication in this Special Issue of the journal. In 
addition to that, two more articles were invited for publication from two of the experts in the field, One 
from Professor Fritz Albregtsen, the University of Oslo, Norway and the other from Dr Georgy Gimel'farb, 
the University of Auckland, New Zealand. All the articles were peer-reviewed by at least two reviewers. 

Hong Xie presents a new parallel volume rendering algorithm for analysis and visualisation of 3D medical 
data set, e.g. CT, MR and PET data. This algorithm is based on the architecture independent Bulk 
Synchronous Parallel (BSP) model. The author's approach is a better solution for volume rendering of 
extremely data and computation intensive 3D medical slices. Xie has also successfully implemented a load 
balancing strategy to obtain significant performance improvements. 

The second paper, by Sadleir, describes the various ways in which depth or 2Y2 D images can be captured. 
Several applications, in particular measurements of the variation in volume of the female breast during 
lactation, have been described. This review article explains range data capture, active and passive 
triangulation, and structured light fairly well. Because of the non-invasive nature and the accuracy of rang 
data it is becoming very useful in many medical applications. 

The third article, by Davies and deSilva, gives a realistic knee model, for studying knee anatomy and 
kinematics using advanced rendering software. The authors have used Visible Human datasets and simple 
kinematics models to study the relative motions of the bone segments. 

The authors, Chandrasekhar and Attikiouzel, address the important image analysis problem of 
segmentation of digital mammograms for automated detection of breast cancer. This paper describes two 
algorithms, a semi-automatic method to estimate the breast/ air interface in mammograms and an automatic 
nipple location identification algorithm. A public domain database has been used as test material and the 
results are encouraging. 

The fifth article, by Eikelboom, Yogesan and Barry, investigate different compression algorithms on 
ophthalmic images (corneal and retinal images) for use in store-and-forward and video conferencing 
telemedicine systems. JPEG and Wavelet (Antonini filter) compression techniques have been tested. The 
authors have used Root Mean Square (RMS) difference to compare the compressed image with 
uncompressed one. The RMS differences may not always correlate with the subjective evaluation of the 
images for a particular eye disease. Similar studies are necessary in other telemedicine applications to 
evaluate the effect of compression of medical images on diagnosis. 
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The next paper, by Albregtsen and Nielsen, introduces a set of novel texture features to improve 
classification of normal and premalignant liver cell nuclei. The authors have introduced the concept of 40 
Coocurrence of Gray Level Run Length Matrix and developed new adaptive texture features by weighted 
summations over 20 sum and difference matrices. The texture classification techniques described in this 
paper can be applied to other medical applications as well. The final paper, by Gimel'farb, also deals with 
texture analysis. This paper provides a theoretical framework for texture description by integral histogram
based features. Spatially homogeneous textures represented by a set of grey level eo-occurrence histograms 
were described with the help of Gibbs random field model with multiple pairwise pixel interactions. The 
author has tested this method on several Brodatz textures but has the potential to be used in bio-medical 
applications. 

At last, I would like to thank all the authors who have contributed to this Special issue of AJIIPS and the 
reviewers who have generously contributed their time to review the articles. 

Kanagasingam Yogesan 
Telemedicine Centre, 
Lions Eye Institute, 
The University of Western Australia 
Guest Editor 

Reviewers for this Special Issue of AJIIPS: 

Prof. Fritz Albregtsen, University of Oslo, Norway 
Prof. Ewert Bengtsson, Uppsala University, Uppsala, Sweden 
Prof Gerard Brugal, Univerite Joseph Fourier, Grenoble, France 
Dr. Georgy Gimrnel'farb, the University of Auckland, New Zealand 
Prof. Anil Jain, Michigan State University, USA 
Dr Mohan Kumar, Curtin University of Technology, Perth, Australia. 
Prof. Anthony Maeder, Queensland University of Technology, Brisbane, Australia 
Prof Jussi Parkkinen, University of Joensuu, Finland 
Prof. Binh Pham, Queensland University of Technology, Brisbane, Australia 
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Letter to the Editor: Legal aspects of 
electronic image manipulation 

Chris J Barry, Robert H Eikelboom, 
Y ogesan Kanagasingam 
Lions Eye Institute 
Centre for Ophthalmology and Visual 
Science 
2 Verdun St 
Nedlands 
Perth 6009 
Western Australia 
Telephone: +61 8 9381 0804 
Fax: +61 8 9382 1171 
E-Mail:cjbarry@cyllene.uwa.edu.au 

In a recent article' we explored the legal 
ramifications of using electronic images as 
evidence in litigation. We have summarised 
this infoimation below in the hope that it 
may also be of interest to your readership. 

Two ophthalmic case histories requiring 
differing techniques to document the long 
term outcomes of ocular tumours were 
illustrated. A case of iris tumour was 
documented over a nine year period with 
conventional photographs. These images 
were used to assess tumour growth and 
required precise controls over image 
geometry and colour contrast characteristics 
so that the clinician could decide when 
surgery was necessary. Careful control over 
these parameters can easily be met by 
conventional photography. 

The second case required the documentation 
of an intraocular tumour using a retinal 
camera. Precise image control over lengthy 
periods was not as easily maintained. 
Factors such as degree of pupil dilation, 
increasing cataract formation and patient 
compliance cumulatively give image 
variations which make clinical assessment 
more difficult. We have developed a 
method of automatically adjusting the hue, 
brightness and contrast of these images for 
more accurate clinical interpretation?·3 This 
raises the issue of the possible use of these 
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images as legal evidence when digital 
technology has been used to manipulate and 
enhance the images. Are these images 
admissable as evidence in court, and should 
the original data also be archived to prevent 
conflicting interpretations by the legal 
system? These two cases of ocular tumour 
of similar cellular origin differed markedly 
in the techniques used for their long term 
documentation and intervention by 
computer manipulation. 

Digital imaging is now commonplace in the 
medical, scientific and commercial imaging 
workplaces. Early fears of the potential to 
interfere with and alter or manipulate 
images by computer software has not yet 
been resolved in the context of medical 
litigation. 4'

5 Most images either acquired 
digitally or converted to a digital format 
undergo some form of change in image 
characteristics before hard copy is produced. 
There are compelling arguments for 
intervention and manipulation of digital and 
medical images to enhance the visual 
information available assisting both clinical 
diagnosis and management in medicine. 
Recently, The House of Lords Select 
Committee on Digital Images as Evidence 6

.
9 

(Appendix 1) reported its interim findings. 
The report discussed the definition of an 
original image in digital terms and stated 
that "legally the original is the data 
recorded in memory from which an image 
can be generated". The committee 
recommended that juries are made aware of 
the implications of digital manipulation and 
that the Judicial Studies Board should look 
into measures of substantiating authenticity. 
The report somewhat contradicts itself on 
the subject by stating that "We do not 
support moves to establish specific 
requirements before digital images can be 
used as evidence and we recommend that 
evidence should not necessarily be 
inadmissible because it does not conform 
with some specific technological 
requirement". The committee were, 
however, concerned that digital technology 
raises the possibility that people who are not 
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familiar with it can be too easily misled and 
may not fully appreciate the potential for 
tampering that the technology creates. 
Overall the committee suggested a cautious 
but guarded acceptance of the use of digital 
images as evidence. 

Thus, in case 1, the original photographic 
slides would be presented as evidence. 
However, it is now common for initial 
images to be captured digitally. This raises 
the question of what constitutes an original 
unaltered image as many devices and 
workstations automatically compress images 
for archival storage? Secondly, if a series of 
images are digitally enhanced and only the 
manipulated images are archived to reduce 
storage space, can these be used as evidence 
in an increasingly litigious environment? 

It is therefore recommended that where 
images may be required as legal 
documentary evidence, that the original 
image is archived to prevent conflicting 
interpretations of the images by the legal 
system. This applies not only to ophthalmic 
images but to all medical disciplines where 
digital images are used. Eventually, this 
will affect all areas of imaging once the 
inevitable displacement of photography by 
electronic technologies occurs. 

Appendix 1 Extracts from the House of 
Lords Reports: 

5th Report UK House of Lords Select 
Committee on Science and Technology, 
Appendix 3, Government Response 21 
February 1998 (selected text). Chapter 2: 
Background 2.3 
"Here we find that there is some confusion 
over what can be described as the original 
when considering digital images, in 
particular between the technical and legal 
definitions. We prefer the following 
definition in relation to digital images: the 
original is the data first recorded in 
memory. Thus any printed or displayed 
image created from these data is a copy. 
Consequently digital recording technology 
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provides no original that could be produced 
in evidence. All that is available for use as 
evidence is a copy of the first, probably 
temporary, recording in memory, and this 
will be admissible as evidence. Its weight as 
evidence will depend on proper 
authentication and other matters. " 

UK House of Lords Select Committee on 
Science and Technology Eighth Report 
APPENDIX 3, Digital Images as Evidence: 
Government Response. 22 April 1998. 
(selected text) 
Recommendation 3.11 
"That the Government encourage the 
appropriate legal bodies to draw greater 
attention to the change to digital processing 
and to widen public awareness that paper 
originals are rarely necessary. The 
Government agrees with this proposal but 
notes that while paper originals may rarely 
be necessary, retention of the original 
digital file; captured from the original paper 
or other source, is considered highly 
desirable, if not essential." 

Recommendation 3.20 
"That the Government encourage the use of 
authentication techniques. Members of the 
legal profession should be made aware of 
the benefits of these techniques, their value 
in adding weight to evidence and the 
possible significance of their omission. The 
responsibility of proving the reliability . and 
authenticity of data falls to the body 
carrying out the capture, processing and 
modification. " 

Recommendation 3.27 
"We recommend that consideration be given 
to the Turnbull Warning being 
appropriately adapted so that the 
uncertainties inherent in images as evidence 
are made clear to the jury, particularly the 
implications of any measures to substantiate 
authenticity and breaks in the audit trail, 
and any processing which the image has 
undergone." 
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Efficient Volume Rendering of 3D Medical Data 
on Parallel Computers 

HongXie 
School of Information Technology 

Murdoch University, Murdoch, WA 6150, Australia 
H.Xie@murdoch.edu.au 

Abstract. We present a new parallel volume rendering 
algorithm based on the split-light model for rendering and 
the Bulk Synchronous Parallel (BSP) model for 
para/lelisation. The BSP model provides a simple and 
architecture-independent approach to structure the 
parallel program. However, efficient utilisation of parallel 
computing resources depends to a large extent on the load 
balance of tasks distributed among different processors. In 
this paper we also describe a software tool that can be 
used to reveal load imbalance in a BSP program. With the 
aid of such a tool, we have been able to pinpoint the 
bottleneck in our parallel volume renderer. This allows us 
to improve the efficiency of the parallel program at earlier 
stage. Our parallel program has been tested on a shared 
memory SGI PowerChallenge machine, a distributed 
memory IBM SP2 machine and a network of UNIX 
workstations. 

1. Introduction 
Volume rendering techniques [1,2,3] are very important in 
the analysis and visualisation of 3D medical data sets such 
as those from CT, MRl and PET. Unlike surface rendering, 
volume rendering directly transforms the density 
information of a volume into the grey or colour intensity in 
the 2D viewing plane without detecting, formatting or 
modelling object surfaces. Thus it avoids the difficult 
segmentation process and the possible artifacts that will be 
introduced. It provides a better mechanism for displaying 
weak or fuzzy surfaces and internal structures. 

Volume rendering, however, is extremely data and 
computation intensive. A typical volume of 128u256u256 
voxels contains 16 Mbytes of raw data. If the surface 
gradients are kept, it can take up to 128 Mbytes of 
memory. To generate a single image from such a volume 
requires billions of floating point operations. On a typical 
workstation, this can take up a few minutes to an hour, 
depending on the performance of the machine, the 
rendering algorithm used, and the image quality required. 
Such a speed is far from satisfactory in many cases. For 
real-time and interactive applications, it is simply 
unacceptable. This has motivated a lot of research efforts 
into the parallel rendering algorithms [ 4,5]. 

There are two main types of volume rendering techniques: 
ray casting [1,2] and ray tracing [3,6]. In ray-casting, a set 
of parallel view rays is cast from very pixel points in the 

image plane. Along the path of a ray, light intensity 
contribution from each voxel to the pixel point is 
calculated. However in order to save the computing time, 
the volume is assumed to be completely transparent, so 
that the light can reach every voxel without attenuation. In 
this way the intensity of the input light in each voxel is a 
constant. The ray tracing method works differently by 
simulating light absorption through the volume. When a 
light ray intercepts a voxel, its light intensity is split into 
three parts. One of which is attenuated by the voxel. 
Another is reflected towards the viewer through the 
volume, and is subjected to the same process of light 
attenuation. The remaining part passes through the voxel, 
and continues its journey along the path of the light ray. 
The light reflected from each voxel eventually reaches the 
viewer and make its contribution to a pixel in the image 
plane. 

Ray-casting method requires far less computation and is 
much easier to implement. Most of the early work on 
volume rendering was based on ray-casting method. 
However the images generated by this method look less 
realistic. Especially due to the lack of genuine light 
simulation, it cannot produce real shadows in the image. It 
also lacks the depth cue due to the use of parallel 
projection. On the contrary, ray-tracing method involves 
two sets of rays. One travels from the light source to the 
volume, and the other travels from voxels to the image 
plane. This substantially increases the amount of 
computation and the implementation complexity. 
However the image generated by the ray tracing method 
looks more realistic than that of the ray-casting method, 
due to the existence of shadows in the image which helps 
to provide the 3D perception. In [6], Li, Xie and 
Attikiouzel presented an efficient algorithm for ray tracing 
the volume. The algorithm used a slit-light source to 
provide perspective light projection for each slice in the 
volume and to improve the depth cue of the image. 

The other major difference between the two methods is in 
parallelisation. Ray-casting method is easier to parallelise 
because only one traversal direction (view direction) needs 
to be considered. This limits the spread of voxels required 
on each processor. Ray-tracing method is more difficult to 
parallelise because of at least two traversal directions need 
to be considered at the same time. This adds to the 
difficulty of data distribution among processors. Almost all 
of existing parallel volume rendering algorithms are based 
on the ray-casting method. In addition most of these 
parallel programs are highly optimised for their target 
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parallel machines (eg [7,8]) They usually do not run 
efficiently, if they run at all, on different parallel machines 
without substantial modification of the source code. 

In this paper we describe the parallelisation of the slit-light 
ray tracing program for volume rendering presented in [6]. 
Our parallel program has two unique features: frrstly it 
simulates the light absorption in the volume efficiently. 
Secondly it is architecture independent. Unlike other 
parallel volume rendering programs, it runs efficiently on 
all mainstream parallel architectures, including shared
memory machines, distributed memory machines and 
networks ofworkstations (NOW). 

Although the use of BSP model substantially reduced the 
complexity of the design and implementation of the 
parallel program, the efficiency of the parallel program 
depends on the load balance of the parallel program. In 
this paper we also describe a software tool that can be used 
to detect and visualise the hot spots of the parallel 
program, ie the location where there is a significant load 
imbalance. The nature of the bulk synchrony of the BSP 
model means the total running time of a BSP superstep is 
the time taken by the slowest process in that superstep. 
Therefore load imbalance will seriously affect the fmal 
performance ofthe entire parallel program. With the aid of 
this profiling tool, we are able to pinpoint the location and 
reason of the load imbalance, hence revise the parallel 
program to substantially improve its parallel efficiency. 

2. Parallel Ray Tracing 
A volume renderer consists of an illumination model and 
an associated ray-tracing algorithm. The illumination 
model defines the type of light source and the relationship 
between the light source, the volume and the observer. It 
also defmes how a light ray interacts with the objects in the 
volume. The ray-tracing algorithm specifies how the light 
rays traverse the volume and reach the observer and how to 
calculate the light reflected, scattered, or emitted from 
each voxel to the observer. 

The illumination model in our volume renderer uses a slit
light located vertical to the slice planes of the volume. It 
simulates the light absorption, light scattering and light 
reflection. Light rays travelling to each slice plane form a 
perspective projection. These light rays traverse the entire 
volume. Through a series of interactions with the voxels 
and object surfaces within the volume, they make 
contributions to the fmal image on the image plane, see 
[6] for detailed description of the model. Figure 1 shows 
light rays hitting voxels in a slice and get reflected to the 
image plane. 

The ray tracing algorithms can work either in image order 
or in object order. In the former, the algorithm determines 
all voxels that affect the given image pixel. In the latter, 
the algorithm enumerates all voxels and determines the 
affected pixels on the image plane. Our algorithm is based 
on the latter using a front-to-back traversal method. To ray 
tracing a volume of dimension nunun, the conventional 
methods require at least O(n4

) steps. This is because at 
each voxel the intensity of the light ray coming from the 

7 

light source must be computed. This will take about n/2 
steps in average. This process is extremely expensive. In 
this paper, by requiring that the ray from the centre ofthe 
slice to the viewer and the ray from the centre of the slice 
to the light source all pass through the same side of the 
slice, we can combine the two traversals into one, thus 
reduce the computation time to O(n3

) steps. This is an 
order of magnitude faster than the conventional method. In 
our algorithm, the volume is scanned line by line in the 
front to back order. Two arrays are used to store the 
accumulative light absorption rate at the grid points along 
the image line and along the front line of the slice. At each 
voxel, its contributions to light absorption rate along the 
directions of the light source and the observer are 
calculated and added to their respective array elements. If 
a ray does not pass through a grid point, then trilinear 
interpolation is used to distribute the absorption rate to the 
two adjacent grid points. Figure 1 gives a snapshot of the 
scanning process. It can be seen that each voxel only needs 
to be traversed once. In addition, the ray tracing process 
for each slice is essentially the same, and only requires 
voxels within the same slice plus the two neighbouring 
slices. Therefore we can divide the number of slices by the 
number of processors, and allocate the same number of 
consecutive sequence of slices to each processor. After 
data allocation, each processor will then compute the lines 
of image corresponding to the slices allocated to it. 
However this simple slice allocation strategy will not lead 
to balance load among difference processes, as will be 
shown later. 

light source 

Figure 1. Scanning one line ofvoxels 

3. BSP Programming 
The Bulk Synchronous Parallel (BSP) model was proposed 
as a "bridging model" to separate the development of 
parallel software from the details of the parallel hardware 
[9]. Under the BSP model, a parallel machine consists of a 
set of processor-memory pairs. These processor/memory 
pairs are connected by an efficient communication 
network. This network supports the remote memory access 
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and the barrier synchronisation of all processors. There is 
no shared memory in the machine. However, a processor 
can access the private memory of any remote processor at 
a uniform cost regardless of the locality of the remote 
processor [10] 

A BSP computation consists of a collection of processes, 
proceeding in phases. Each phase is known as a superstep. 
All processes are synchronised by a barrier 
synchronisation at the end of each superstep. Within each 
superstep, a process performs computation on data held 
locally. It also initiates remote data accesses. However 
these remote data accesses are asynchronous (i.e. non
blocking), and none is guaranteed to complete until the end 
of the superstep, where the barrier synchronisation of all 
processes take place. Therefore these remote data are not 
guaranteed to be available until the beginning of the next 
superstep. 

Almost all of the mainstream parallel systems can be 
considered as BSP computers. For shared memory 
systems, one can assign each processor a portion of the 
shared memory as its own "local" memory and 
communication can be through the shared memory. For 
distributed memory machines and the networks of 
workstations (NOWs), communication will have to go 
through the communication networks. On the high 
performance distributed memory machines, the networks 
are implemented with high speed switches. Many newer 
systems also provide hardware support to a global address 
space. On the NOWs, the networks are usually shared 
buses, high performance switch based networks s are likely 
to replace the shared buses in the future. 

Over the last several years, active research has been 
conducted in Oxford and elsewhere to design FORTRAN 
and C interfaces for BSP programming. The first BSP 
library provides 6 programming primitives. It supports the 
SPMD (single program multiple data) style of program 
execution, and allows direct access to the memory of 
remote processes. Other implementation adopted bulk
synchronised message passing [ 11] Recently there is an 
initiative to standardise the BSP programming interface for 
Fortran and C [12]. This proposal combines the direct 
remote memory access with the bulk synchronous message 
passing. It also allows access to remote memory allocated 
in stack and heap. This library has been implemented on 
many parallel systems. 

4. Implementation 
The parallel volume rendering program was written in C 
and the BSPiib [12]. The parallel algorithm consists of five 
major steps: 1) The master processor broadcasts all 
administrative information such as the dimensions of the 
volume, the view angle, light source position, the density 
window etc to all the other processors. 2) The master 
processor allocates the slices for each processor, and sends 
the starting and ending slice numbers to each processor. 3) 
Each processor obtains the slices it is allocated with. 4) 
Each processor renders the slices and generates various 
light intensity components for each pixel, such as scattered 

component, diffusely reflected component, and the 
specularly reflected components. 5) The master processor 
gathers all image components generated by every 
processor, and it then generates the image according to 
user defined weights for the light intensity components. Of 
the five steps, step 4 is the most computation intensive one. 
To reduce the amount of data communications between 
different processors, we duplicate the two neighbouring 
slices on each processor, so that the gradients for voxels on 
the first and the last slices can be determined without 
communicating with the two neighbouring processors. All 
the other steps involve small amount of computation and 
data communication. 

Figure 2. Two images rendered by 
placing the light source at a small angle 

Each of the above steps is naturally implemented as one 
BSP superstep, separated by a barrier synchronisation. In 
addition to these supersteps, a number of supersteps have 
been added to register the variables for remote access. 

Figure 3. Two images that show the bone structure 
and the soft tissues in two volumes 

The parallel program has been tested on a four-processor 
shared memory SGI PowerChallenge, an eight-processor 
distributed memory IBM SP2, and a network of 12 Sun 
workstations connected by an Ethemet. Figure 2 shows 
two images rendered from a volumes of dimensions 
109u256u256. The image on the left was rendered by 
placing the light source at a small angle (88) with the view 
direction, while the image on the right was generated by 
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left image exhibits shadows. Figure 3 shows the bone 
structure and soft tissues rendered from two different 
volumes. 

5. Superstep Profile Graph 
The parallel program described above employs a simple 
load balance strategy. It allocates an equal number of slices 
to all processors. Figure 4 shows the timings (in seconds) 
of two runs of the program rendl on the same data set 
using from 1 to 12 Sun workstations. In this figure, the 
ideal time is the theoretical minimum time needed to 
complete the computation with the given number of 
processors. It is the result of dividing the sequential time 
by the number of processors used, where the sequential 
time is obtained by running the program on one processor. 
From the diagram, we observe: 

I. The time required to complete a computation 
fluctuates widely, even using the same group of 
processors on the same data set. 

2. There is a gap between the actual elapsed time and the 
theoretical minimum time. This suggests there is still 
room to improve the parallel efficiency of the 
program. 

The fluctuation of the elapsed times can be attributed to 
the variation of workload of the machines at the time of 
testing. As the network of Sun workstations used in the 
testing was a shared network used by both staff and 
students, the variation of elapsed time is expected. Of 
more importance is the parallel efficiency of the program. 
The parallel efficiency E(p) is defined to be S(pyp, where 
p is the number of processors, and S(p) = TlTp is the 
speedup of the parallel program on p processors. Here Tp 
is the elapsed time of the program using p processors. As 
the speedup of the parallel program will always be smaller 
than p, E(p)<I. Our interest is to improve the parallel 
efficiency so that it is approaching its theoretical limit. 
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Figure 4. Results obtained from the 
simple load balance strategy 
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Two major factors affect the parallel efficiency. Firstly the 
total amount of computations in a parallel program is 
always higher than that in the corresponding sequential 
program. This is the necessary price we have to pay for 
being parallel. We will call such extra computations as the 
parallel overhead. One hopes that the parallel overhead can 
be compensated by the gain in the parallel speedup. 

The second major factor is the load balance of the parallel 
program. The nature of the bulk synchrony means that the 
time taken by a superstep is the time taken by its slowest 
process. Thus the load balance strategy used by the volume 
rendering program will have a significant impact on the 
final performance of the program. Unfortunately timing 
data such as those given in Figure 4 does not distinguish 
the effects caused by the poor load balance strategy (which 
we can improve), by the variation of workloads on the 
parallel machine (with which we have no control), and by 
high parallel overhead (which means the overall parallel 
algorithm must be re-examined, not just its load balance 
strategy). 

.... , o~.,..411oo• • - ..._..... • .... , ....,.~~oo. 
fficonmuf•,..<l- Ji .._.,.,..,. 1...,m_.._ 

Figure 5. A profile graph revealing load imbalance 

To help examine the load balance in the parallel program, 
we have developed a BSP profiling and visualisation tool 
that can display the load balance among different 
processors in each superstep. Figure 5 is the superstep 
profile graph generated by this tool from profile data 
generated by running the program on 8 DEC Ultrix 
workstations. The Y -axis in the graph is for processor 
numbers. Each row depicts the various costs incurred by 
that processor in each superstep. These costs include 
computation costs (program time, system time, and total 
elapsed time), as well as time for communication and 
synchronisation (program time, system time, total elapsed 
time). The sum of program time and system time is called 
CPU time, which indicates the total computing time spent 
by the program and the operating system for that process. 
The last row labelled Avg shows the average costs of each 
superstep by all processors. The X-axis shows wall-clock 
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time in seconds. At the bottom it also shows the total 
elapsed time as well as the total CPU time used by the 
program. Above the top row, it shows, for each significant 
superstep (defined to be those supersteps that takes at least 
1% of the total elapsed time to complete), its superstep 
number, the load balance ratios of its computation time as 
well as its communication and synchronisation time. For 
instance, from Figure 5, we know that in the second 
superstep 82, process P6 took about 47 seconds for 
computation. But the total elapsed time for computation is 
about 60 seconds while the total elapsed time for 
communication and synchronisation is negligible. This 
indicates that processor was overloaded with other tasks at 
that time. 

Let wi be the CPU time used by ith process at a given 
superstep, Wmax = k.lAX(wi), and Wavg = Wmax I p, where p is 
the total number of processors. We define the load balance 
ratio (} = (wmax - Wavg ) 1 Wavg • In a perfectly balanced 
superstep, (} = 0, otherwise(} > 0. 

Figure 5 reveals that two factors contributed significantly 
to the poor performance of the program. Firstly processor 
P6 was overloaded with other tasks. Secondly the parallel 
program itself was not well balanced in its workload at the 
second superstep with its load balance ratio at 54%. 
Therefore to improve the performance of the program the 
obvious starting point should be change the load balance 
strategy used by the program that causes such imbalance. 

It leads us to realise that the even distribution of slices 
among processors did not always result in an even 
distribution of workloads. This is because our program 
uses an adaptive strategy to reduce the amount of 
computation. When the density of a voxel is lower than a 
given threshold, its contribution to light absorption and 
light reflection becomes negligible. For such kind of 
voxels, we do not calculate their light attenuation and 
reflection. Within the volumes we used in testing, parts of 
the volumes are largely ''empty'' (especially areas near the 
outer surfaces), ie their density values are below a user 
defined threshold. For these "empty" voxels, the amount 
of computation can be greatly reduced without affecting 
the final rendering result. We discuss the improved load 
balance strategy in the next section. 

6. New Load Balance Strategy 
To remove the load imbalance, we have revised our load 
balance strategy. In the revised algorithm, each processor 
reads in an equal number of slices, estimates the amount of 
work required by each slice by calculating the non
transparent windows in the slice, and sends the results 
back to the master processor. The master processor then 
uses this information to determine how to allocate a 
consecutive number of slices to each processor, so that the 
workloads, rather than the number of slices, are evenly 
distributed among different processors. 

The new load balance strategy results in a significant 
improvement in parallel speedup. As a comparison, Figure 
6 shows the timings of the new program rendlb on the 
same volume using the same set of machines as in Figure 

4. The timing curves indicate a clear improvement in 
parallel speedup. The parallel efficiency is also 
approaching the theoretical limit. 
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Figure 6. Results obtained from the new load 
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Figure 7. Comparison of the results of the two 
load balance strategies on 1 to 4 processors SGI 
PowerChallenee 

Figure 7 compares the times taken by rendl and rendlb 
on a 4-processor SGI PowerChallenge machine using 
between 1 and 4 processors. The program rend2b is an 
improved version of rend1, mostly in the load balance 
strategy used. There are other minor improvements in 
other areas. Therefore the results from rendl and rend2b 
are not directly comparable to determine the effectiveness 
of the two load balance strategies. However the diagram 

Volume 6, No. 1 Australian Journal of Intelligent information Processing Systems 



of the two load balance strategies. However the diagram 
does show that for rend2b, the gap between the observed 
time and theoretical minimum time has been narrowed 
significantly, as compared to that for rendl, particularly 
when more processors are used. With rend2b, its parallel 
speedup is approaching its theoretical limit. 

7. Conclusion 
In this paper, we presented a parallel ray tracing technique 
for volume rendering of 3D medical slices. Unlike the 
existing parallel volume rendering techniques, our method 
simulates light attenuation not only along the view rays but 
also along the light rays, thus producing more realistic 
images. The traversal method used in this paper is very 
efficient - it is a magnitude better than the conventional 
method for ray tracing the volume data. 

A unique feature of our parallel volume renderer is based 
on the BSP model and hence is architecture independent. 
This means the program can run on any parallel computer 
based on any mainstream parallel architectures, which 
include shared memory machines, distributed memory 
machines and workstation clusters. With its architecture 
independence, the program is "future-proof', ie the 
program will not become obsolete when the parallel 
machines on which it was developed become obsolete. In 
addition the structuring the program in terms of supersteps 
also makes the program easier to understand and maintain. 

One of the major factors that affect the performance of any 
parallel programs is its load balance strategy. A bad load 
balance strategy makes a poor parallel program, no matter 
whether the parallelisation is written with the BSP or with 
message-passing libraries such as PVM or MPI. However 
the nature of the bulk synchrony of the BSP model 
highlights the issue of the load balance. In this paper we 
describe a software tool that can help to fmd out the 
location where there is a severe load imbalance. It also 
shows whether the poor performance is caused by the 
overloading of the parallel machine with other tasks. This 
tool can be equally used in developing other BSP 
programs. 

The author thanks Manh Vuong who contributed to the 
modification of rend2b program and its testing. 
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Abstract 

This paper presents a precis of some commonly used 

methods of range data capture, with examples of 

applications of this data, in particular to the measurement 

of breast volume in lactating women. The issue of 

registration in range data capture is also discussed It is 

intended as a brief introduction to the collection and 

applications of three-dimensional information. 

Keywords: computer vision, image registration, breast 
volume measurement 

Introduction 

The representation of data in terms of three-dimensional 
models, referred to as range data, shape or depth 
information is increasingly popular. These data have 
applications not only in science and medicine but also in 
areas as diverse as commerce, visual art and architecture 
and forensic police work. In this paper I will discuss 
several methods of capturing range data, in particular 
active triangulation methods, and compare their 
capabilities and accuracy. Applications of range data to 
high resolution modelling of art works and to mesh 
generation for fmite element modelling are presented. An 
application of active triangulation to monitoring breast 
volume is also discussed. Registration of data refers to the 
need to match models taken at different times or from 
different viewpoints. Good registration of three
dimensional data is nearly always required when forming a 
complete model of an object from several scans or when 
comparing data taken from essentially the same scene at 
different times. 

Methods 

Survey of Capture Methods 

The methods most commonly used to capture depth 
information and therefore build up three-dimensional 
models of objects or scenes are structured light methods, 
laser or ultrasound time-of-flight methods and surface 
sketching methods. 

Passive and Active Triangulation, and structured light 

Structured light or active triangulation methods are based 
on the method familiar from stereo photography, known as 
passive triangulation or passive stereo. If a scene is 
viewed from different viewpoints, by two (or more) 
cameras, it is possible to calculate the distance from a 
camera to a point on the object if one knows exactly the 

spatial relationship between the two cameras. The process 
of passive triangulation is illustrated in Figure 1 below. 

P(X,Y,ZJ 

B 

Figure !Illustration of passive triangulation 

The process of ordinary, passive, triangulation works as 
follows. If the exact distance B between Cameras I and 2 
is known, then the position of an arbitrary point P = P(X. 
Y, Z) in the scene visible to the two cameras can be 
calculated by measuring the angles between the baseline 
and the rays joining each camera's image plane to the 
point. The distances from each camera to the point are 

Bsin T2 ll 
sin(T1 T2 ) 

Bsin T1 lz 
sin(T1 T2 ) 

In passive triangulation, it is generally hard to 
unambiguously identify individual points in the scene. 
This is known as the correspondence problem. Use of 
active triangulation can overcome this problem to an 
extent. In active triangulation, one of the cameras of the 
stereo pair is replaced with a projector. The projector 
illuminates the point of interest in the scene with a light 
dot. In this case the one angle is determined by the 
position of the light spot on the point of interest and the 
other by the angle of the beam oflight. If there are many 
points of interest (and typically the system might be used to 
collect range data of whole objects) performing this 
procedure point-by-point would require a very long time. 
The active triangulation scheme used by the SHAPE 
system [I] projects light stripes instead of individual 
points. The positions of multiple points along the stripe 
can be calculated by working out the intersection points of 
the rays joining the point of interest to the camera and the · 
plane equation of the light stripe. The SHAPE system 
projects multiple stripes onto the scene. The 
correspondence problem in this case (i.e. unambiguously 
decidirtg which stripe is which) is solved by projecting the 
light stripes in a coded sequence. The correspondence 
problem is then solved by analysing a collection of images, 
each with the light stripes on or off in a particular pattern. 
Once this problem is solved fmding the positions of points 
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along each stripe is a very rapid procedure. In this type of 
approach, the resolution is limited by the number of stripes 
projected. Some systems, like that produced by Cyberware 
[5], use a single laser beam, transformed into a stripe by a 
cylindrical lens, and slowly sweep this over the scene. 
Typical resolutions using this technique can be less than 
0.1 mm at distances of about 1 metre. 

Laser or ultrasound time-of-flight ranging and 
interferometry 

Another method of gathering range data is to send a signal 
from a sensor and time how long the signal takes to return 
to the sensor. This is a common method of ranging used 
with acoustic signals (e.g. ultrasound in medicine, as well 
as used by bats and dolphins). The same technique can be 
performed using electromagnetic radiation. Even though 
the flight time, t, of the signal may be very short, the time 
of flight and therefore the distance to the object ( =ct/2, 
where c is the speed of light) may be measured with great 
accuracy. Where time differences are measured directly in 
LIDAR ("radar with light") applications to measuring 
atmospheric properties range data is typically accurate to 
changes of lOs of metres in several kilometres [12]. The 
time of flight may also be estimated indirectly by mixing 
light directly from the source with that reflected from the 
scene. The interference pattern formed enables calculation 
of the phase difference between the transmitted and 
reflected light, which is related to the time of flight by t = 

I T, where I is the phase difference and T is the 
characteristic period of the light used. Because of the 
optical components and the precision of construction 
involved in this technique, systems that use this technique 
are typically expensive but can have very high resolution. 
Commercial systems are available that characteristically 
measure distance with a resolution (depending on source 
wavelength) of changes that can be as small as 2.5 nm over 
centimetre distances [13]. 

Surface Sketching 

Surface sketching techniques involve moving an object 
over the surface of the object of interest. The position of 
points on the object's surface is calculable because the 
object (typically a metal tip) is connected to a fixed base 
via a collection of joints and rigid rods. The position of the 
tip can be calculated from digital information transmitted 
to a computer program about the angle and position of 
each joint. The accuracy possible using this method can be 

as good as p0.025 mm [4]. 

Camera Calibration 

In methods involving triangulation, there must be some 
method of calibrating the two-dimensional imaging 
systems used to collect data. In other words, a 
transformation between the (two-dimensional) imaging 
plane and the points in three-dimensional space must be 
obtained. This is usually done by placing a known object 
in the scene. This object or calibration frame has a number 
of points marked on it at precisely known locations. 
Manual identification of these points enables calculation of 
a calibration matrix that can be used to establish the points 
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in the imaging plane at which any point in the imaging 
system's point of view will appear. The calibration matrix 
is a 4 x 4 matrix such that 
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where u and v are positions on the image plane and X, Y 
and Z are points in the scene. 

Figure 2 shows the calibration frame and the camera and 
projector of an active triangulation system. The calibration 
frame is formed of two orthogonal plates and defines a 
coordinate system. The left-hand plate defines the plane X 
= 0 and the right-hand plate defines the plane Y = 0. The 
twelve points needed to calculate the camera calibration 
matrix are divided equally between the left and right-hand 
planes. Also shown in this figure is the projector 
calibration procedure used in the SHAPE system. For 
triangulation using the stripe patterns, the exact plane 
equation of each stripe formed on objects of interest must 
be known. This is done using the camera calibration 
matrix and information gathered from the projection of 
stripes onto the calibration frame . The procedure is 
described in detail below. 

Figure 2 Illustration of camera calibration procedure for 
an active triangulation system 

Active Triangulation Systems - Projector 
Calibration 

Projector calibration in the SHAPE system, consists of 
calculating the n plane equations that describe the stripes 
that appear on the scene. The 1.t.h plane equation may be 
written 

A1X B1Y C1Z D1 0 

where A,, B,, C, and D, are constants to be determined. In 
the calibration procedure, the planes are projected in a 
coded sequence onto the calibration frame. A photograph 
of each pattern is recorded. There are q distinct patterns, 
where 2q = n. Analysis of the pattern sequence enables 
identification of each stripe's number, and solution of the 
correspondence problem. This is done by comparing the 
digital sequence traced by each plane in the sequence of 
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images (whether it is on or off in each image). This is 
illustrated in Figure 3 below. There are 6 coded 
sequences (there is one extra picture where all stripes are 
on) because there are only 64 stripes in the projector used 
in this example. Information used in the camera 
calibration is used to calculate line equations for each 
stripe appearing on the calibration frame, and thence the 
plane equations projected by the projector. 

Figure 3 Data capture in breast-volume measurement, 
showing coded stripes. 

Once these plane equations are known, the calibration 
frame is removed and an image sequence from an 
unknown scene or object can be captured. The positions of 
points on objects lying along the stripes may be computed 
by working out the world point corresponding to the 
intersection of the image point and the plane equation of 
the stripe in question. The vertical resolution of the 
acquisition system is determined by the number of stripes 
used by the projectors (providing about 2 mm resolution in 
the vertical direction in a 2 m field of view using 128 stripe 
projectors), with accuracy of the order of2 llill in the same 
field of view along stripes. 

Analysis of Range Data - examples 

Display and storage of Range Data 

A note here about display and storage of Range Data. As 
three-dimensional data representation has become more 
popular and accessible, the more there are tools for dealing 
with it. 

Range data, once captured may be displayed, for which 
there are a number of popular data representation formats 
(such as VRML, 3DS, DXF, Lightwave and Truespace) 
and displayed with the aid of one of a number of libraries 
and development kits in conjunction with various 
languages (for example, Openlnventor or OpenGL). There 
are also many standalone applications and browser plugins 
that enable viewing of 3D data. [ 17) 

Capturing for modelling 

Often, the aim of capturing range data is merely to display 
it, or to record it for posterity. One good example of this 
phenomenon is the Stanford Graphics Laboratory's Digital 
Michelangelo project [3]. The laboratory's staff and 

students travelled to Italy to capture and record (to 
0.25 mm scale) great works of art, principally that of 
Michelangelo. Works scanned and recorded included 
Michelangelo's David and the Forma Urbis Romae, a giant 
stone map of ancient Rome. The systems used to capture 
data were complex, and varied with the size of the work 
scanned. For capturing data from the David, for example, 
the principal tool used was a laser (active triangulation) 
scanner with a sketching arm used for relative positioning. 
Figure 4 shows photographs of the data capture process 
and examples of the meshes eventually formed from these 
data. Figure 4(a) shows data capture in progress. The 
stripe across the statue's nose is the laser beam used in 
triangulation. The gantry contains the laser and video 
cameras used to capture the remainder of the data used in 
ln<~nglliai.JUn and colour information. 

Figure 4 Examples from the Digital Michelangelo project 
(a) shows detail of data collection; (b) photograph ofleft 
eye; (c) mesh at 0.25 mm resolution; (d) detail of model 

showing wireframe. 

Figure 4(b), (c) and (d) compare photographic and model 
data of a detail of the statue's eye. In Figure 4(b) a 
photograph of the David's left eye is shown. This is 
compared with (c) a filled model of the eye at 0.25 mm 
resolution and (d) a wire frame close up of a portion of the 
eye. The complete model of the David contained 
approximately two billion (triangle facet) polygons and 
occupied 32 GB of storage space. 

Capturing for accurate modelling of physical problem 
(Finite element analysis) 

In other cases, the aim of capturing accurate information 
about an object may be to use this information as input to 
some more complicated modelling process. In the case of 
modelling low-frequency electromagnetic fields, the shape 
ofthe field is highly dependent on the shapes it flows 
inside. If you need to model the behaviour inside a general 
object, it is useful to have accurate data about surface 
shapes. This information can be used to make an accurate 
three-dimensional mesh of the object, and can be used to 
solve electromagnetic field problems (for example using 
the finite element method). Figure 5 shows (left) a cut
through example of a solid model of the breast formed by 
analysis of surface data and (right) and example of the 
voltage pattern formed on the surface of the model in 
response to injected currents. This can be used to find the 
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best places to site current injection electrodes in order to 
monitor changes in breast composition. 

Figure 5 Finite element modelling using surface data (a) 
shows a cut-away solid (tetrahedral) model of the breast, 
formed from analysis of surface data (b) shows solution 

resulting from finite element formulation of problem 
describing application of current at two points on the 

surface. 

Such accurate surface models may be of use in formulating 
better reconstruction algorithms from electrical 
measurements of the body [14]. 

Capturing for (non-invasive) quantification 

There can be immense benefit in analysis of shape data of 
the human body to calculate anthropometric data. One 
field that has benefited greatly from the availability of 
shape-measuring systems has been the study of human 
lactation. Until recently, very little was known about the 
dynamic behaviour of the lactation system in response to 
changes in the infant's feeding patterns. Studying changes 
in breast volume alone (rather than just measuring the 
amount of milk taken at a feed) provides information about 
the lactating breast no other system can. Results from this 
system (the Computerised Breast Measurement System) 
will be discussed later. Another field that might profit 
from the addition of an extra dimension is the analysis of 
forensic data. Most forensic data analyses are based, if on 
a vision system at all, on photographic (2D) data. If three
dimensional data, such as dental or footprint data are 
collected, it is usually done by producing plaster moulds of 
the scene artefacts. This is destructive of the evidence and 
the moulds collected might not be a good representation of 
the original artefact. 

Registration 

The term 'registration' refers to the technique of matching 
one or more sets of data with each other. Good registration 
may be required if there is a need to [7] 
• superposition of images from different modalities, e.g. 

MRl and CT for use in computer aided surgery. 
• track a part of the scene that is changing (comparing 

images taken at different times) 
• account for change of the view plane (translation, 

rotation) 
The need to register data applies just as much to three
dimensional models as to two dimensional images, and is 
particularly relevant when trying to piece together partial 
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models of an object taken from different views. Strategies 
for dealing with these sorts of problems most commonly 
use feature matching techniques to piece surfaces together 
[8, 6]. 
In medical applications, it is common need to register 
images taken at different times in order to monitor 
progress of treatment or physical function. If good 
comparisons are to be made it is necessary to register the 
images or models precisely. Registration may be 
performed by analysis after measurement is made or may 
be performed dynamically by the operator or the subject. 
A common method of registration involves the placement 
of marker points, or fiducials on or in the subject. These 
markers are designed to form a rigid set of reference 
points. Reference to a stored image of a previous 
orientation, perhaps overlaid with live images, can be used 
to reposition the fiducials and therefore the subject in the 
correct way. Fiducials can be implantable and may be 
positioned at anatomical landmarks of the brain or chest 
[9]. 

Results 

Figure 6Schematic of view positions used in 
Computerised Breast Measurement 

Breast Volume Measurement by range data 
analysis 

The aim in of the Computerised Breast Measurement 
system is to determine rates of milk synthesis. In other 
words, the aim is to measure volume changes of the breast. 
This naturally requires a high level of accuracy in collected 
model data. In addition, the process of collecting data 
from a living, breathing human subject, and from this area 
of the body requires special provisions to be made. The 
development of a method for measuring breast 
measurement is described in detail elsewhere [10], the 
essential details are discussed below. 
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Figure 7 Example of positions of meshes from different 
views before merging 

The breast is elastic, and highly convex. In addition, as 
well as the data itself having to be accurate, the subject 
must be able to reposition herself exactly for measurement 
many times, so that the models are registered as closely as 
possible. The process used to gather data in the CBM 
system has been modified accordingly. Because the object 
of interest is highly convex and no view (camera/projector 
pair) can see the entire object simultaneously, data must be 
captured from different positions. Because the subject 
cannot stay still for the long time that it would require to 
wait for a single camera/projector pair to scan the scene, 
the data is captured instead, nearly simultaneously, from 
three views. A schematic of the view positions used to 
capture from the breast is shown in Figure 6. Thus, there 
are three data sets collected that somehow be must 
combined before a volume can be estimated. Combining 
these data sets, in this system, consists of reparameterising 
(in other words transforming all the captured points to a 
single, anatomically relevant, coordinate system - in this 
case a spherical one) and resampling (sorting data by their 
values in the spherical coordinate system and averaging 
values that overlap). Before this procedure can be started 
data from each view must be clipped so that only data that 
lies on the breast or the area designated as being included 
in the breast tissue are present. This clipping boundary or 
reference curve is intially painted on by hand, then 
projected onto the subject for subsequent repositioning and 
data-capture sessions. Figure 7 shows how data from 
different views are merged. Data coming from different 
views may not be regularly spaced or oriented in the same 
way. Reparameterization defines a new grid spacing and 
the spherical coordinates chosen in this case ensure that 
resulting resampled data will be fairly evenly spaced on the 
breast's surface. Resampling consists of placing point 
positions from each of the views used into the new mesh, 
averaging if there are multiple points at a particular grid 
reference. 

Figure 8 Reference curves used to delineate breast tissue 
and used in registration. 

Figure 8 shows a closed curve drawn about the breast to 
delineate breast (i.e. milk producing) tissue. Data 
occurring outside this line are removed before merging is 
commenced. 
Finally, the volume inside the breast is calculated by 
adding volumes of elements defined by surface data points. 

Figure 9 Merged views of a breast. 

In Figure 9 the result of merging these three models is 
shown. The model is nearly complete, except for some 
points that have been missed on the right-hand side. 

Registration and error in the Computerised Breast 
Measurement System 

Measurements of breast volume, and particularly 
comparison of multiple measurements ofbreast volume 
require that the subject be well repositioned each time a 
measurement is made. On an elastic, highly convex 
surface such as the breast repositioning can be difficult. In 
order to facilitate good repositioning, the subject must 
stand in a frame that constrains the position of her shins, 
hips, shoulder, ribs and arm. In addition, once positioned 
in the frame the subject is shown a video image of her 
current position mixed with a stored, reference image. The 
subject then adjusts her position until landmarks such as 
the reference circle and freckles on her skin are overlaid. 
Even with self-registration there will still be some variation 
in positioning, and I 0 models are captured to determine 
each breast volume. In experienced subjects, the 
coefficient of variation in these data sets was of the order 
of I%. The need to repaint the reference curve can also 
introduce errors in estimated volumes, but the use of an 
auxilliary projector to overlay the reference curve and 
landmarks can greatly reduce this problem [15]. 

The results produced by the system on a population of 
subjects showed good correlation between amounts of milk 
taken (measured by weight) and changes Breast volume 
was calculated for lactating mothers, with data taken before 
and after a feed. The mother was also weighed before and 
after each breast feed, in order to obtain an independent 
measure of milk exchange between the mother and the 
infant [ 16] Thirty experiments were performed. Using 
these data, the intraexperiment coefficient of variation was 
found to average 1.16\%. Breast volume measurements for 
the lactating women ranged from approximately 550ml to 
IIOOml. 
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We compared the change in breast volume before and after 
a breastfeed y as measured by the two-view system to the 
amount of milk removed by the infant at the breast feed x 
as measured by test weighing. The linear regression 
y = 0.98x- 4.01 (r = 0.97, n = 14) described the 
relationship between the two methods of determining milk 
exchange. 

Outcomes of CBM (some) 

There have been many useful things found using the CBM. 
Studies of a group of women from pre-conception to 
weaning [ 11] found that there was 
~ an average of200 ml growth in breast tissue during 

pregnancy 
~ no relationship between growth of breast during 

pregnancy and milk output at 1 mo. after birth 
~ a high rate of milk synthesis when the breast was 

empty, a low rate when breast was full 

Conclusions 

Many applications for range data capture exist, and capture 
of such data is becoming readily accessible. Range data 
collection has applications in many medical fields, and is 
useful by virtue of its non-invasive nature and potential 
accuracy. Shape information can provide information that 
is not otherwise easily available, such as breast volume 
changes, and therefore rates of milk synthesis in lactating 
mothers. Registration is a problem that must be solved 
when comparing images collected using different 
modalities, from different viewpoints and at different 
times. 
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Abstract 

The combination of medical imaging techniques and computer graphics capabilities has made it possible to model and 
simulate the operation of various parts of the human body. This paper describes the development of an animated model of 
the human knee joint using the Visible Human dataset as the source of anatomical data and advanced rendering 
software for the display and user interface. A description of the Visible Human dataset is given. The anatomy of the knee 
joint is described and the methods used to extract the relevant details from the dataset and construct the components of the 
model are outlined. Details of the kinematics of the knee joint and the methods used to model them are presented. Finally. 
we describe the interface that was developed to allow users to interact with the model. 

Introduction 

The medical imaging techniques that have been developed 
in the past fifty years have made it possible to obtain 
information about the interior of the human body in a non
invasive way. With the development of computer graphics 
capabilities that make it possible to construct and display 
three-dimensional models of real and imaginary objects, it 
is now possible to create realistic models of human organs 
and joints which behave in a similar way to real organs and 
joints. 

This paper describes a project in which an animated model 
of the human knee joint was constructed. The anatomical 
details of the knee joint were derived from a set of images 
in the Visible Human dataset. These images were obtained 
using standard imaging techniques, rather than any of the 
tomographic imaging techniques in clinical use today, but 
the same approach could be used equally well with data 
from tomographic imaging systems. For the purposes of 
the project, the Visible Human dataset was a more 
accessible source of data. 

The project employed a number of standard techniques for 
creating and rendering three-dimensional models. In 
addition, it was necessary to develop novel techniques to 
deal with some of the difficulties peculiar to this problem. 
In particular, new methods for refming the model to 
improve its appearance and reduce the time taken to render 
it were developed. In addition, the kinematics of the knee 
joint were modelled using information extracted from the 
dataset. 

In this paper, we describe the Visible Human dataset and 
the anatomy of the knee joint. We then outline the 
segmentation techniques used to extract the details of the 
geometry of the knee joint from a subset of the images in 
the dataset and the way these were used to construct the 

components of the model. The kinematics of the knee joint 
are described, together with the approach used to model 
them. The interface that was developed to allow users to 
interact with the model is also described. 

The Visible Human Dataset 

The Visible Human dataset was a deliverable from the 
Visible Human Project, which was undertaken by the 
National Library of Medicine (USA) in 1986 [7]. Images 
of longitudinal sections of human cadavers (male and 
female) obtained by Magnetic Resonance Imaging (MRI), 
Computerised Tomgraphy (CT) and full colour imaging 
make up the dataset. 

The model was intended to illustrate the motion of the 
bones making up the knee joint. Bone is best depicted by 
CT imaging, so the data used to construct the model was 
taken from the CT images of the knees of the male 
cadaver. Only one knee was modelled. 

The er data of this part of the body was obtained when the 
cadaver was in a frozen state. The data for the whole body 
was taken at 1 mm intervals with a resolution of 512 by 
512 pixels by 4096 greyscale levels. There are 1876 slice 
images covering the whole body, of which 189 slices were 
used, covering the range of distances from 1234 mm to 
1423 mm from the top of the head. 

Anatomy of the Knee Joint 

The knee is made up of four major bone segments: the 
femur, the tibia, the fibula and the patella (knee cap). The 
femur is the large upper limb bone which connects the 
knee to the hip. The tibia is the lower limb bone which 
connects the knee to the ankle. The fibula is a long thin 
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bone segment that connects to the lateral side of the tibia. 
The patella is a bone segment that acts as the anterior cover 
of the knee. 

The knee joint also involves muscles, ligaments and 
cartilage structures, but these were not included in the 
model. 

The. knee joint is considered to be the combination of three 
separate articulations: the medial femorotibial articulation 
is the articulation of the medial condyles of the tibia and 
femur; the lateral femorotibial articulation is the 
articulation of the lateral condyles of the tibia and the 
femur; and the femoropatellar articulation is the 
articulation between the femur and the patella. The 
tibiofibular articulation (between the tibia and the fibula) is 
not considered to be part of the knee joint and was not 
included in the model. 

Segmentation 

Segmentation of the CT images was necessary to extract 
from them the information relating to each bone segment 
of the knee. The output from the segmentation process 
was a set of slice image files for each of the segments. 
Each set of image files contained the information 
necessary to render the surface of one bone segment. 

The design of the segmentation process had to balance two 
conflicting objectives: it had to be as automatic as possible 
while being as general as possible. It proved to be 
impractical to make the process completely automatic. 
However, it was possible to restrict user intervention to the 
determination and input of certain parameters that 
controlled the process. 

The purpose of the segmentation process was to 
distinguish between pixels relating to bone and all other 
pixels. While it was generally true that the intensity of 
bone pixels was greater than the intensity of pixels relating 
to other tissue types, the variation in density of the bone 
segments resulted in variations in pixel intensity. This had 
the consequence that segmentation could not be carried out 
on the basis ofpixel intensities alone. 

It was therefore necessary to use some intelligent 
segmentation techniques to improve the performance of the 
segmentation routines. The fact that the objects of interest 
were solid implied that it should be possible to match 
pixels in each image with pixels in the neighbouring 
images using connectedness properties. 

It was decided that the segmentation should be carried out 
as a two-stage process. Thresholding of the pixel 
intensities would be followed an analysis of the way in 
which the pixels were connected. A segmentation pipeline 
which carried out these stages was developed (Figure 1). 
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Figure 1: The segmentation pipeline 
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The first step in the segmentation pipeline was the 
application of a masking operator to isolate the region of 
each image that contained the knee. This reduced the 
number of pixels that would be included in the later steps 
of the .segmentation process and speeded up the 
computation. 

!his region was then thresholded to produce a binary 
una:ge. The threshold value was set at 130. This value was 
determined by an examination of the range of intensities 
typical of bone pixels. 

A 3D connectivity algorithm was implemented to isolate 
the pixels relevant to each of the bone segments. For each 
segment, a seeding slice was identified. In this slice, the 
segment consisted of a single well-defmed region. A 6-
connectedness based algorithm was used to isolate the 
bone segment in this slice. This was then used as the 
starting point of the connectivity algorithm, which was 
based on 26-connectedness of voxels in adjacent slices. 
This produced a binary image for each slice, where the 
"on" pixels represent the structure of interest. 

For input to the surface generation algorithm the binary 
images were dilated using an algorithm described by Pitas 
[ 4] using a cross-shaped structuring element. They were 
then used as masks to select the necessary pixels in the 
original images. 

This segmentation process required the following as user 
input: the threshold value, the region of interest, the 
seeding slice and the slice range. Once these were 
supplied, the process was completed automatically. 

Surface Refinement 

Despite the design of the segmentation process, a number 
of artefacts are introduced into the images. The effect of 
these artefacts is to introduce discontinuities into the 
surfaces of the bone segments, as shown in Figure 2. 
These discontinuities were eliminated by the use of a 
surface refmement process. 
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Figure 2: Surface inconsistencies in the femur 

The surface refmement process generated smoothed 
images from the output of the segmentation pipeline using 
splines. These images were part of the input to a surface 
refmement pipeline as shown in Figure 3. 

Cardinal splines were generated from user-supplied control 
points to smooth the edges of the bone segments. These 
were used to defme the boundaries of the segments. The 
resulting images were then smoothed using closure and 
erosion operations. 

The segmented slice images were thresholded and 
complemented before being combined with the smoothed 
spline images using the intersection operation. These were 
smoothed again using a dilation operation and combined 
with the thresholded segmented slice images using a union 
operation to produce a set of masks that were again applied 
to the original images. 

This process was found to improve the appearance of the 
surfaces of the bone segments, removing many of the 
artefacts that resulted in the surface having a jagged and 
discontinuous appearance, while retaining the surface 
structure. The improvement can be seen by comparing 
Figure 4 with Figure 2. 
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Figure 3: The surface refinement pipeline 

Figure 4: Femur surface after refmement process 

... 

The use of surface refmement and simplification were 
crucial to the success of this project. Without them, the 
animation would be slowed to the extent of limiting the 
users' understanding of the movement of the knee, and 
even to the point where the model would become unusable. 
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Rendering Techniques 

The main requirements for rendering the bones in the 
interactive model of the knee joint were the following: 
• minimal rendering time for interactiveness; 
• the production of a three-dimensional description that 

was reasonably small in size; 
• independence of bone segments for individual 

manipulation; 
• realistic depiction of the original dataset. 

These requirements were considered in choosing between 
surface fitting algorithms and direct volume rendering 
algorithms for rendering the surfaces of the bone segments. 
Surface fitting algorithms are faster and generate smaller 
descriptions. In addition, there was no need for 
visualisation of the internal structure of the bone segments, 
so volume rendering was not required. Direct volume 
rendering requires a new traversal of the data set every 
time the relative position of the segments changes. With 
surface rendering, only the parts that have moved need to 
be rendered again. These advantages were sufficient to 
justify the choice of surface fitting over direct volume 
rendering, despite the fact that the quality of the output 
would be slightly less. 

Several surface fitting methods were evaluated, including 
the Cuherille method of Herman and Liu [2], the contour
connecting method proposed by Keppel and the Marching 
Cubes algorithm of Lorenson and Cline [3]. The marching 
cubes algorithm was chosen because it offered the best 
quality output in comparison to computational cost. The 
actual algorithm used was an adaptation of the original 
algorithm proposed by Watt and Watt [8]. 

Even though the marching cubes algorithm delivers good 
performance, it was considered to be necessary to improve 
the speed of rendering by simplifying the surfaces. This 
was achieved by reducing the number of triangular 
elements used for their description. 

The surface refinement process reduced the number of 
triangular surface elements required to render the bone 
segments by between 30 and 60 per cent, since it removed 
artefactual details. The decimation algorithm of Schroeder 
et al. [5] was used to reduce the number of triangular 
surface elements in the model still further, usually by a 
further factor of about 50 per cent. 

Knee Kinematics 

It was decided not to attempt to devise a biomechanical 
model of the knee joint as this would require modelling of 
the forces involved and the properties of the bones, 
muscles, ligaments and cartilage structures. This would 
result in an extremely complex model, which would 
depend on many parameters whose values would be 
difficult to estimate. 

Instead, it was decided to construct a purely kinematic 
model of the knee joint, which would illustrate the relative 
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motion of the bone segments without regard for the 
dynamics of the tissues concerned. 

The knee joint has three rotational. degrees of freedom, 
with rotation being possible in the sagittal, transverse and 
frontal planes. Displacement movement is also possible, 
but restricted, in these planes. 

Rotational movement in the sagittal plane is calledjlexion 
or extension. Movement through about 140 degrees is 
allowed in this plane. 

Rotational movement in the transverse plane is called 
internal or external rotation. The range of movement is 
small compared to that in the sagittal plane. 

A very small amount of rotational movement is possible in 
the frontal plane. It is called abduction or adduction. 

Displacement movement is possible in the sagittal plane 
and results from the sliding of the femur on the tibia. 
Possible displacements in the other planes are negligible 
and are ignored in the model. 

Kinematic Modelling 

There are a number of kinematic models for flexion and 
extension of the knee joint that have been described in the 
literature. These include the articulated quadrilateral 
model, proposed by Strasser [6] and implemented in a 
computer simulation by Biggioggero et al. [1] and the 
instant centre model, which models flexion and extension 
by rotations about points which change over time. 

An extension of the instant centre model is the condyle 
surface model. The condyle surface is the articulating 
material between the femur and the tibia. As the femur 
moves relative to the tibia in flexion and extension, it rolls 
and slides its condylar surfaces against those of the tibia. 

If flexion and extension are modelled as pure rotations 
with a static centre of rotation, this would force the 
condyles to interpenetrate. At full flexion, the femur 
would then appear to exist within the bone structure of the 
tibia. If the femur is translated upwards as it rotates, a 
constant distance between the condylar surfaces can be 
maintained and a realistic appearance preserved. 

This combination of translation and rotation correctly 
models the flexion and extension movements articulating 
on a stationary tibial contact point. The amount of vertical 
translation can be determined from the geometry of the 
femoral condylar surface. Measurements of the head of 
the femur were taken in order to determine the relationship 
between the angle of flexion and the amount of vertical 
translation. Inspection of the graph of this relationship 
suggested that it could be described by a piecewise 
polynomial function. 
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The polynomials used to describe the relationship were 
found using a least squares regression technique. The 
relationship between the translation distance d and the 
angle of flexion <I> is given by the following equations. 

d = -14.9247<j>4+23 .9355cJl3-9.7188cJl2+4.6147<j>+22.1216 
when 0 S <I> < 0.9425 

d = -2.0408<j>2+7.8783<j>+20.4428 
when 0.9425 S cJl < 1.4661 

d = -2.7836$2+ 18.1 052$+6.6976 
when <1> ~ 1.4461. 

There is a slight inaccuracy in this model arising from the 
fact that it assumes a stationary tibial contact point, while 
in reality the femur slides along the tibial condyle 
posteriorly. An additional translational component is 
needed to make allowance for this. 

Internal and external rotation movements occur in the 
transverse plane and can be modelled as pure rotations as 
little sliding occurs in this plane. However, the range of 
angles through which these rotations are possible vary 
depending on the angle of flexion of the knee. A fourth 
order polynomial was found to describe this relationship 
effectively and a restraint based on this relationship was 
incorporated into the model. 

Other motions that were incorporated into the model were 
the screw-home effect and the motion of the patellofemoral 
joint. 

The User Interface 

The user interface allows the user to specify the following: 
• the view point; 
• the angle of extension or flexion; 
• the angle of internal or external rotation; 
• the bone segments displayed. 

The user can choose to display any combination of patella, 
femur, tibia and fibula. In addition, a number of animated 
movements can be displayed. 

The user interface was implemented using C++ and the 
Open Inventor 3D rendering toolkit on a Silicon Graphics 
02 workstation. A Motif graphical user interface was 
constructed using the toolkit. The 3D rendering is carried 
out in a Open Inventor examiner window which has 
controls for manipulating the model as a whole. The 
animations were implemented using Open Inventor sensors 
to ensure consistent performance on a range of hardware. 

Figure 5 shows the graphical user interface with a view of 
the model displayed. 

Conclusion 

This project has demonstrated that it is possible to 
construct a simple yet realistic animated model of the knee 
joint using anatomical data from the Visible Human 
dataset and some simple kinematic models to describe the 
relative motions of the bone segments. 

There is a great deal of scope for extending this model. 
The muscles, ligaments and cartilage structures can be 
incorporated into the model, but it will probably be 
necessary to develop dynamic models of these components 
as simple kinematic models are unlikely to describe their 
behaviour adequately. 

This project is a goo.d example of how visualisation 
techniques can be applied to the development of realistic 
models of parts of the body. 
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Figure 5: The user interface with a view of the knee joint displayed 
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Segmenting the Breast Border and Nipple on Mammograms 
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Abstract 
Mammograms are X-ray images of the compressed breast that are used to screen asymptomatic women for breast cance1: 
Before a mammogram may be analyzed by computer, it must be digitized and segmented. Image segmentation is an instinctive, 
intelligent, human activity whereby visually meaningful objects in a region are separately identified; it is difficult to automate 
jitlly. We describe here two teclmiques for segmenting a mammogram: the first is a semi-automatic method to segment the 
breast border and the second, an automatic method to locate the nipple. The background on a mammogram is modelled as 
a polynomial in two spatial variables and subtracted from the original image. Subsequent post-processing yields a binary 
image of the breast and the background. The nipple is located accurately by an original heuristic method we have devised. 
lt exploits the observed behaviour ofpixel intensity profiles close to the breast border and running roughly parallel to it. The 
gradient of the pixel-intensity profile in a direction normal to the breast border, and directed towards the breast, has been 
Found to be a sensitive feature to locate the nipple. Both methods have given very encouraging results with mammograms 
from a public domain database. 
Keywords: mammogram segmentation, image analysis, breast border detection, nipple location. 

1 Introduction 
Mammograms are X-ray images of the compressed female 
breast that are used to screen asymptomatic women for 
breast cancer [ 11]. Research in analyzing mammograms by 
computer is driven by the hope that algorithms and systems 
may be developed that could assist radiologists in viewing 
and interpreting the large number of mammograms that re
sult from population screening. 

1.1 Computer analysis of mammograms 
Before they can be analyzed by computer, mammograms 
must first be digitized using a scanner of suitable spatial and 
greyscale resolution. The digitized mammogram must then 
be segmented, or separated into its several, visually mean
ingful parts. This task is performed almost immediately and 
instinctively by human beings, but is rather difficult to auto
mate fully. The last two stages in mammogram analysis are 
the lesion detection and classification. 

1.2 Global segmentation of 
mammograms 

In this paper, we focus on the global segmentation of mam
mograms rather than on lesion detection. We present meth
ods for segmenting the breast border and the nipple. Be
cause the breast is the object of interest in a mammogram, it 
is clear that separating the breast from the background is the 
first task of segmentation. Such segmentation must be accu
rate and immune to the natural variations seen in screening 
mammograms. 

The nipple is the sole anatomical landmark on the mam
mogram. Locating it automatically and accurately helps in 
aligning left- and right-breast mammograms from the same 
person, for comparison-matching and subsequent lesion de
tection. 

1.3 Previous work 
There are relatively few papers devoted to breast border de
tection and nipple location. Suckling et al. [9] have used 
self-organizing neural networks for segmenting not only the 

breast border but also the other regions on a mammogram 
such as the pectoral muscle, the parenchyma and the adipose 
regions. Bick et al. [1] have used a local grey-value range 
and a modified global histogram to outline the breast border 
on a large number of mammograms. Mendez et el. [7] have 
used thresholding and pairwise pixel-differences in specific 
directions to detect the breast border. They have also given 
three methods to locate the nipple. These are based on im
age geometry and on the gradient and second derivative of 
grey-values. In a paper on detecting masses in mamma
grams, Yin et al. [12], have incidentally presented a method 
for locating the nipple on mammograms that relies on the 
average intensities of small image regions along the breast 
border. Much of the previous work has been based on mam
mograms available to the respective research groups rather 
than on a common, public domain database of mamma
grams. This has impeded comparison and cross-validation 
of methods and results. 

To facilitate such comparison and cross-validation, the 
experiments described in this paper are based on mamma
grams from a public domain database: the Mammographic 
Image Analysis Society (MIAS) database [10]. We give 
for the first time, a detailed mathematical description of a 
method for detecting the breast border that was only briefly 
described previously [2]. We also give the rationale for an 
accurate nipple location algorithm that has been described 
previously [3], but not so explained. 

2 Mammogram appearance 
A typical mammogram is a greyscale image and has an ap
pearance similar to that shown in Figure l(a). Mamma
grams exhibit the following characteristics: 

1. The background is the region outside the breast. It has 
two components: the label, consisting principally of 
high pixel intensities, and the rest of the background, 
consisting of low intensities, which appear dark. The 
label appears as a high intensity region with the letters 
"L" and "ML" in black near the top right of Figure l(a). 
The term non-label background is used to refer to the 
background, other than the label. 

2. The breast itself is a closed region usually bounded on 
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two or three sides by the edges of the image and else
where by the breast border. 

3. The intensities in the breast region indicate the rela
tive degrees of attenuation presented to the passage of 
X-rays by the compressed, overlapping tissues of the 
breast. The darker regions present less attenuation and 
are mainly fatty; the whiter regions present more atten
uation and are fibro-glandular or muscular tissue. 

4. The intensities comprising the breast region are con
tiguous. When a histogram of these is plotted, the peak 
is neither in the very low nor the very high intensities 
associated with the background. 

5. The background on a mammogram may not appear 
uniform, even if the label is excluded; for example, see 
Figure l(b). 

6. Low intensity pixels may belong either to the breast 
or the background. The "flare" at the bottom of Fig
ure 1 (b) is a case in point. However, there is usually a 
step discontinuity in intensity values at the breast bor
der. Other sharp intensity transitions occur at the label 
and at film defects, or scratches introduced by proces
sors. 

The rationale for the two segmentation techniques pre
sented below would be clearer if the above observations 
were kept in mind. It would also help to visualize the mam
mogram as a three-dimensional surface in which the eleva
tion at each location is given by the pixel intensity at that 
location. 

(a) (b) 

Figure 1: A typical mammogram: MIAS image mdb063lm. 
(a) Original mammogram. Observe the label at the top right 
of the image identifying it as the left mediolateral oblique 
view. (b) The same mammogram displayed using a random 
colourmap. Notice the non-uniform "flare" near the label 
and towards the bottom edge. 

3 Breast border segmentation 
Extracting the breast border on a mammogram using, for 
example, a simple intensity threshold is a trivial task. The 
result, however, is not guaranteed to be accurate because 
of observation 6 in section 2 above. Alternatively, edge 
detection may be used, but unwanted edges would arise in 
cases of a non-uniform background as in Figure 1(b). 

We have chosen therefore to model the background by 
a polynomial in the two spatial co-ordinates x and y. The 
modelled background is subtracted from the original im
age and then post-processed to yield a labelled image of 
two regions--each contiguous and closed-representing the 
breast and the background. 
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3.1 Background subtraction algorithm 
The background subtraction algorithm is as follows: 

1. Threshold the original image, I0 (x,y), at a value t1, 
so as to include the entire non-label background and a 
small portion of the breast that is spatially contiguous 
with the background. The value t1 was kept constant at 
12 for all mammograms used in this study. The portion 
of th~ mammogram with intensities less than or equal 
to t1 IS called the thresholded region, T: 

T = {(x,y) : 10 (x,y) :::; 12} (I) 

2. Normalize the x and y spatial co-ordinates to span 
[0, 1) and fit a polynomial, Pn(x,y), of degree n, nE 
{0, 1,2,3,4,5}, to the intensities in T. The polynomial 
has the form: 

Pn(x,y) = cooJ.Pi 

+ cwx1 i + Cotx0y1 

+ c2~i + ct 1x1 y1 + co2x0i 
+ C3~l + Czt~Yl + Ct2X1 i + CoJX0y3 + ... 
+cnOX"l +c(n-1)1~-lyl + .. . 
· · · +ct(n-l)x1yn-t +conx0yn 

(2) 

3. Determine the coefficients C;j that minimize the square 
of the error between the fitted polynomial and the ac
tual data. The squared error, e2 , is given by: 

L E
2 = L [lo(x,y)- Pn(x,y)]2 ; (3) 

(x.y)ET (x,y)ET 

Minimizing E2 with respect to the coefficients Cij leads 
to equations of the form 

0 }:(x,y)ET E
2 

OC;j = 

-2 L ([Io(x,y) -Pn(x,y)] [oPn~~,y)]) 
(x,y)ET c,J 

(4) 

=0 

for each of the coefficients Cij in Pn(x,y). 

4. These linear equations are called the normal equa-
tions [6, p 46], of which there are (n+l~n+2) in all, for 
polynomials in two variables [6, p 134]. The normal 
equations may be written in matrix form as: 

Ac=b (5) 

where A is a square, symmetric matrix with (n+l~(n+2l 
rows and columns, c is a vector of the coefficients being 
sought and b is a vector of sums of products of x, y and 
10 (x,y). For example, with n = 2, we get: 

A= 
}:xiyO }:.xOyl }:x2y0 }:xlyl :ExDi 
}:x2y0 }:xlyl L~Y0 }:x2yl }:xiy2 
}:xlyl }:xDy2 }:x2yl }:xiy2 }:xoy3 
}:x3yO }:x2yl }:x4yO L~Y1 :Ex2l 
}:x2yl }:xly2 }:~/ :Ex2l }:xly3 
}:xly2 }:xor }:x2y2 }:xly3 l:xDi 

(6) 
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b= 

and 

L.x0y0 10 (x,y) 
L.x1y010 (x,y) 
L~Y1 lo(x,y) 
L.x2ilo(x,y) 
L.x1 y 110 (x,y) 
L.x0y210 (x,y) 

c= ~~~ C20 

Ctt 

CQ2 

where the summations are \>'(x,y) ET. 

(7) 

(8) 

5. Use the singular value decomposition (SVD) algo
rithm [8, pp 59-70] to solve this system of equations. 

6. Evaluate the solution polynomial at all pixels to yield 
the model image, Im(x,y). Subtract the model image 
from the original image to yield the difference image, 
Id, clamped at either end, and given by: 

{

0 if Ll < 0 
ld(x,y) = Ll ifO ~ Ll::; 255 

255 if Ll > 255 
(9) 

where Ll = (I0 (x,y) -lm(x,y)). 

7. View all six subtracted images, paying special atten
tion to the breast border. Choose the lowest degree of 
the modelling polynomial, n, that gives a breast bor
der that is spatially separated from the background in 
the difference image, and that compares well with the 
original on visual inspection. [The image ld(x,y) may 
still have portions of the background contiguous with 
the breast, especially if there are "flares" at the top or 
bottom (see Figure l(b) for an example). In such cases, 
a second threshold has to be applied, as outlined in the 
next step.] 

8. Select a second threshold t2 E {0, 1,2,3} interactively 
so that after applying it to the difference image, the re
sulting image has a "clean" border, with no parts of the 
background contiguous with breast. Choose the small
est value of 12 to accomplish this, taking care not to 
exclude any part of the breast border or nipple. 

9. Post process the thresholded difference image by flood
filling, region-merging, and inclusion removal to yield 
a binary labelled image of the breast and background 
as shown in Figure 2(b). 

Three factors govern the surface-fitting attempted in this 
algorithm: 

• There are vastly more pixels in the background region 
of the thresholded image than in the small breast re
gion contiguous to it. This is clear, for example, from 
Figure 2(a). 

• The discontinuity in intensities at the breast border vi
olates the continuity conditions required by the Weier
strass approximation theorem for polynomials [5, p 
408] which is the theoretical basis for the surface fit
ting. 

• The larger the degree of the polynomial, the more de
grees of freedom there are, and therefore, the better the 
modelled surface approximates the entire region being 
modelled. Lower degree polynomials attempt a good 
fit to the non-label background only whereas higher 
degree polynomials also approximate the contiguous 
breast. 

The success of the algorithm hinges on the fitted polyno-
mial modelling the background well enough to remove it, 
but modelling the breast region badly enough to preserve it, 
on subtraction. In light of the above factors, the lowest de
gree polynomial adequate for the task should be chosen so 
as not to excise parts of the breast border or nipple during 
subtraction. 

(a) (b) 

Figure 2: Background subtraction algorithm. (a) MIAS im
age mdb063lm displayed showing only the first 12 inten
sities in greyscale and all the rest in white. The grey re
gion is the area modelled by the polynomial in x and y. It 
is clear that most of the pixels being modelled belong to 
the background, excluding the label. (b) The resulting la
belled image obtained by subtracting the modelled image 
from the original, thresholding and post-processing it. The 
breast border is the interface between the black background 
and the white breast regions. 

4 Nipple location 

The nipple location algorithm has been described in detail 
elsewhere [3] but its rationale has not. Here we present an 
essentially descriptive overview, stressing the rationale be
hind the method rather than its detailed implementation. 

4.1 Waterfall analogy 

If a mammogram is viewed interactively on a computer ter
minal as a three-dimensional surface, it is noticed that the 
breast arises out of the background like a hill, as illustrated 
in Figure 3(b). Careful viewing of the sloping surfaces on 
many mammograms, has shown that the steepest slopes on 
the breast border are correlated with nipple position. If one 
were to imagine water from rain falling on the "mammo
gram hill" and taking the steepest route to level ground, it 
may be stated picturesquely, that the nipple is located where 
there would be a waterfall on the "mammogram-hill". 

4.2 lso-lntensity contours 

A simpler, two-dimensional representation, much like a 
contour map in geography, is an iso-intensity contour plot as 
shown in Figure 4(a). For regions close to the breast border, 
the iso-intensity contours run roughly parallel to the border. 
They tend to bunch together, and even coalesce, as they ap
proach the nipple region (Figure 4(c)). This bunching means 
that the slope transverse to the breast border attains a max-
imum value near the nipple. 
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Figure 3: Three-dimensional appearance of MIAS mam
mogram mdb063Jm. (a) Original mammogram orientated 
in landscape mode. The white circle is centred on the ref
erence position of the nipple identified by the radiologist. 
(b) Three-dimensional rendition of the mammogram, shown 
with contours as on a relief map. The orientation of this fig
ure corresponds with that of the mammogram in (a). The 
label on both images should help register them for compar
ison. Notice the steep rise of the contours near the position 
corresponding to the nipple identified in (a). 

5 Nipple location algorithm 
Before the nipple can be located, the breast border must be 
extracted using, for example, the method described in sec
tion 3.1. For each point on the breast border at a specific y 
co-ordinate, the direction of the normal to the border at that 
point, directed inwards, towards the breast is determined; 
let us call this angular orientation 8, as shown in Figure 5. 
The average change in pixel intensity with distance along 
this normal, labelled ON in Figure 5, is then computed as 
described in [3]; let this average intensity gradient be called 
g. 

To overcome the effects of noise and confer reliability on 
the method, both 8 and g are filtered by a shifted, normal
ized, raised-cosine filter having a length equal to the number 
of pixels in 10 mm. This number was chosen because the 
diameter of a nipple in profile was observed to be typically 
10 mm on mammograms. 

The raised cosine filter may also be differentiated analyt
ically. The derivatives of g and 8 could thus be obtained 
by convolving the g and e sequences with the derivative of 
the smoothing filter, computed analytically, rather than via 
approximations for the first derivative. 

The accuracy of the nipple location algorithm depends 
heavily on these two properties-the width and functional 
form--of the chosen smoothing filter. 

The four parameters, g,g',e, and 8' are plotted against 
y and the nipple position is determined as the point mid-
way between a maximum and a minimum of the g' curve. If 
the nipple is not in profile, the maximum and minimum in 
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(b) 

Figure 4: MIAS image mdb063lm. (a) An iso-intensity 
contour plot of the mammogram for intensities of 0, 20, 40, 
60, and 120. Note the bunching of the intensity contours 
as they approach the nipple. This bunching is exploited in 
the method of automatic nipple location. (b) Original mam
mogram with the position of the nipple that was located au
tomatically, marked by the centre of the circle. Compare 
this image with Figure 3(a) which shows the position of the 
nipple determined by the radiologist. (c) The automatically 
located nipple again marked by the centre of the circle, but 
this time shown against the iso-intensity contours. 

Background 

y 

Breast 

Figure 5: The breast is always orientated so that the nipple 
faces the right. The x direction is conventional, but the y 
direction is opposite to convention. The tangent and normal 
are computed for each point on the breast border. The aver
age intensity gradient g along the normal ON and the angle 
8 are computed for each border point. 

question are global; otherwise, they are local, as described 
in [3]. 

6 Experimental details 
Mammograms from the MIAS database [ 1 0] were used in 
all experiments. The original images were averaged and re
duced in size and spatial resolution to 400 Jlffi per pixel in 
both orthogonal directions, with a greyscale depth of 8 bits. 
In addition, to simplify nipple location, all mammograms 
were automatically oriented so that the nipple faced right. 

The MIAS images were originally digitized by assign
ing pixel values linearly with optical density (O.D.), with a 
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value of zero corresponding to an O.D. of 3.2 and 255 cor
responding to an O.D. of 0. 

The extracted breast border was not assessed by a radiolo
gist, but the nipple position was. The automatically detected 
nipple position was compared with the average of three po
sitions chosen on the mammogram by a radiologist using a 
mouse; the difference in these values gave the error, which 
could be expressed in mm. 

7 Results 

7.1 Breast border detection 
The breast border detection was performed on a total of 28 
MIAS mammograms. All the images gave clear breast
background segmentations. It was found that values of 
1z E { 0, 1, 2, 3} and t2 E { 0, 1} gave satisfactory results for 
the images on which the method was tested. There were 
several images, though, in which the skin-line was miss
ing partly on the original mammogram: the breast border 
in these cases was not smooth and represented the super
position of some subcutaneous layers of tissue. One such 
example is shown in Figure 2(b). Such images were also 
error-prone for nipple location because the latter algorithm 
performs better with a smooth breast border. 

7.2 Nipple location 
The nipple location algorithm was tested on 16 MIAS im
ages; in 15 of these, the rms error was less than 1 mm. The 
results are collated in Table I from which it is seen that the 
mean and rms errors for the 15 images are -0.37 mm and 
0.89 mm respectively. Because an unbiased estimator of 
the nipple position would give zero mean error, we prefer 
to quote the rms error in mm as a figure of merit, rather 
than the mean error. If a mammogram is assumed to have 
a magnification of 1, and if a nipple is assumed to have a 
typical width of 10 mm, an rms error of less than 1 mm 
compares favourably with mean errors of 10 mm and 6 mm 
respectively, reported previously for images of similar reso
lution [12, 7]. 

For MIAS image mdb063lm, shown in Figure 4, the y 
co-ordinate of the automatically detected nipple was 389 
against a radiologist-determined value of 388, giving a one
pixel or 0.4 mm difference. The plots of the g,g',a and 91 

curves are shown in Figure 6. The nipple position is the av
erage y co-ordinate of the points marked g~max and g~min on 
the plot. 

8 Discussion 
The detected breast border is not smooth in all cases, espe
cially when the skin line is absent (see Figure 2(b)). Mor
phological operations may be used to smoothen the breast 
border in such cases. 

The other shortcoming is that the method is semi
automatic. It would be fully automated if the two thresh
olds, t1 and t2, and the degree of the polynomial n, could be 
picked automatically but that is a difficult problem to solve. 

On a speculative note, because the mammographic ex
amination involves imaging a compressed breast, it may be 
possible to develop a physical model, based on the outer 
contour that will be assumed by a compressed gel-filled bag, 
and use the resulting family of curves to model the breast 
border. 

The strength of the nipple location algorithm is in the 

MIAS y position of nipple ErrorE 
Image No. Radiologist Algorithm in pixels 

mdb00311 320 320 0 
mdb004rl 358 358 0 
mdb008rl 420 421 +I 
mdb02311 393 392 -I 
mdb0391s 294 292 -2 
mdb043ls 362 361 -1 
mdb050rl 341 342 +1 
mdb05lll 422 395 -27 
mdb056rm 313 309 -4 
mdb0591s 312 309 -3 
mdb060rs 395 389 -6 
mdb063lm 388 389 +I 
mdb06711 357 356 -I 
mdb072rm 343 344 +I 
mdb074rs 398 399 +I 
mdb075lm 273 272 -1 

Table 1: Results of automatic nipple location. The differ
ence between they-co-ordinate of the nipple position deter
mined by the radiologist and by the algorithm is small in all 
cases except for image mdb05lll in which it was found that 
the nipple lay about 11 mm away from the breast border, 
whereas the average intensity gradient was computed for a 
depth of ON= 10 mm from the breast border in all cases. 
If this image is excluded, the average error in nipple posi
tion is -0.93 pixels or -0.37 mm and therms error is 2.21 
pixels or 0.89 mm. 

This makes the technique more accurate than other reported 
methods [7, 12]. 

Its principal drawback is that it relies largely on the pat
tern of observed intensities. We have observed elsewhere [ 4] 
that this pattern may be influenced greatly by the method 
used to digitize the mammogram: e.g., whether pixel val
ues are assigned linearly or logarithmically with transmitted 
light intensity during digitization. Images from other dig
itization regimes could theoretically be translated into the 
MIAS regime, provided suitable calibration constants are 
available for those images. 

9 Conclusions 

We have described briefly two methods of segmenting a 
mammogram: one, a semi-automatic method to extract the 
breast border and the other, an automatic method to locate 
the nipple. In both cases, the method was devised after care
ful observation of many mammograms. The breast border 
segmentation relies on modelling the background to suitable 
accuracy and subtracting it from the original, to yield a bi
nary segmented image. Automatic nipple location exploits 
the characteristic on many mammograms that iso-intensity 
contours bunch together near the nipple. It is our conclu
sion that diligent study of the characteristics of the data, use 
of suitable models, and identification of sensitive features 
are keys to successful image segmentation, especially in a 
restricted class of images like mammograms. 
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Abstract 

Compression of retinal and corneal images is essential for 
a tele-ophthalmology system in order to reduce 
transmission times. This study was designed to compare 
two methods of image compression and to determine the 
amount of compression that can be performed preserving 
the diagnostic information in a range of ophthalmic 
images. Six sets of five 1.36MB images were compressed 
through a range of compression ratios using JPEG and 
Wavelet algorithms. Analysis of theRMS error showed 
that this error was similar when images were compressed 
to 29KB, and slightly lower after Wavelet compression to 
I5KB images. Error was highest in corneal and slit lamp 
images, and lowest in retinal images. JPEG compression 
of retinal images to 29KB and corneal images to 60KB is 
recommended. 

Keywords: telemedicine, image compression, ophthalmic 
images, tele-ophthalmology 

Introduction 
Photographic images form the basis of documenting 
ophthalmic diseases and disorders. Special cameras are 
used to photograph the retina, also known as the fundus 
(the inside back surface of the eye). Although they record 
the image on conventional 35mm photographic film or via 
a 35mm digital earner, these cameras have a flash system 
and optics designed to illuminate the retina. For most 
camera the patient's pupil must be dilated with drops; this 
allows the maximum amount of light to enter and leave the 
eye. In cases where a disturbance to the blood flow in the 
retina is suspected e.g. haemorrhaging, occlusions, or areas 
of non-perfusion, a fluorescent dye is injected into a vein 
in an arm. This dye is stimulated with a blue light as it 
travels through the retina vessels, and abnormalities in the 
blood flow are recorded. Variations in fundus cameras 
include the ability to capture wide angle images, and 
simultaneous stereo images. The later are used to visualise 
in stereo the 3-dimensional structures in the eye, such as 
the optic disk. 

A specialised microscope camera incorporating a fine slit 
of light is usually used to photograph the front of the eye. 
The thin beam, or slit, of light differentiates between clear 
and hazy tissue, and gives clues to abnormal topography of 
the cornea, iris, anterior chamber and trabecular mesh work. 

While these images are usually recorded in ophthalmic 
clinics, they are also crucial to telemedicine systems. 
Telemedicine has a potential to help deliver ophthalmic 

care to remote areas and developing countries. These areas 
are generally under-serviced with specialised ophthalmic 
care, and this is often associated with high incidences of 
eye disease. [9,10] The initial contact for eye 
examinations can be delegated to health care or technical 
staff trained in the use of imaging equipment. They would 
send images and other relevant information to a central or 
regional centre, where trained ophthalmic staff can provide 
diagnostic and clinical advice.[3] 

We have previously demonstrated that good quality images 
are over 1MB in size and that transmission times using 
standard telephone lines can be well over 30 minutes [ 11] 
In another study we compressed a set of retinal images 
with subtle abnormalities using JPEG (Joint Picture Expert 
Group) and wavelet algorithms. Four assessment methods 
were used for the study: (i) the RMS error between the 
compressed and original images, (ii) an assessment by 
ophthalmologists of image quality, (iii) an assessment by 
ophthalmologists of the images to determine what 
abnormalities, if any, could be detected, and (iv) the 
visibility of blood vessel branching. The results of all the 
assessment methods consistently showed that 29KB images 
were of sufficient quality for making a diagnosis. [ 4,5] 
Even images of about 15KB are still of acceptable quality, 
and would certainly be suitable when only interested in 
detecting gross features. 

There are only a few other reported studies on compression 
of retinal images. One of these compressed images of 
2MB, 3MB and 4MB images to 83KB, 125KB and 166KB 
respectively.[?] Another found that compression was not 
noticeable when compressing colour fundus and 
fluoroscein angiogram images using JPEG to compression 
ratios of 1:28 and 1:12 respectively. However, as image 
sizes are not given, it is not possible to compare data.[l] 
No data is available on the compression of corneal still 
images, although a study on a real-time video slit-lamp 
system concluded that 384 KB/second link provided 
sufficient bandwidth to allow assessment of the corneal 
surface. [8] 

Although a video image would help to diagnose some 
ocular disorders, the reality is that for many remote areas a 
9.6 KB/second line is all that is available. For this a video 
link is out of the question, and a store-and-forward system 
for still images provides an adequate alternative. 

This study was designed to include the wide range of 
images that are necessary to diagnose a range of anterior 
and posterior eye conditions. These would need to be 
compressed for transmission as part of a complete 
telemedicine system. 
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Methods 
Photographic slides were selected from patients at the 
Lions Eye Institute. To cover a range of conditions that are 
normally photographed in an ophthalmic clinic, six 
different sets of slides were selected, with five slides in 
each set; see table 1. Figures 1 to 6 shows some of the 
images used. Diabetic, fluoroscein angiogram (FA), and 
age- related macular degeneration (ARMD) slides were 
taken with a Zeiss FF4 or Canon 60UVI fundus camera, 
the glaucoma patients with a Nidek 3Dx simultaneous 
stereo camera, and the slit lamp slides with a Zeiss SL40 
slit lamp camera. Some of the corneal images were taken 
with the slit- lamp camera, and the others with a standard 
Nikon camera with a 105mm macro lens. 

Pupils were dilated for all of the retinal images, and a 
fluoroscein dye was injected intravenously for the 
fluoroscein angiograms. Both these procedures are 
standard in ophthalmic photography. Black and white film 
was used for fluoroscein angiography; colour film for all 
the other photography. 

The slides were digitised using a Polaroid SprintScan 35 at 
625 dots per inch and 24 bit colour; the resultant images 
were 772 by 600 pixels (1.36MB) in size. 

Images were compressed using custom written software. 
JPEG compression was performed at ten Q (or quality) 
levels: 10, 20, 30, 40, 50, 60, 70, 80,90 and 100. A Q of 
10 results in the highest compression ie. the smallest 
images, although the final image size could not be 
predicted. JPEG is a relatively common image 
compression format, available in most imaging 
programmes. The algorithm breaks the image up into 8 by 
8 pixel blocks, and converts the spatial information into the 
frequency domain. This is sampled (quantised), with lower 
frequency information preserved more than higher 
frequency information. The amount of compression 
depends on how much of the high frequency information is 
discarded; the final coding process compresses the 
remaining information. 

An Antonini-type[2] algorithm was used for wavelet 
compression, and each colour channel was compressed 
separately. Unlike JPEG compression, the size of the 
compression image can be set; compression ratios of 1: 10 
through 1: 100 were performed on each channel. The 
wavelet algorithm also converts the image into the 
frequency domain. Band pass and low pass filters operate 
on the rows and then the columns, which produces 
information on the vertical, horizontal and diagonal detail 
on the image. Quantising and coding steps follow. 

Our previous study on retinal images showed similar 
results for the four assessment methods used. Furthermore, 
as three of the methods were both subjective and time 
consuming, it was decided to assess images only by 
calculating RMS error between the original and 
compressed images. Each of the original and compressed 
images was broken into its three colour channels (red, 
green and blue; RGB) and another custom programme 
compared the images by calculating theRMS error.[5] 

Category 
Glaucoma 

Cornea 

Diabetic 

FA* 

Slit lamp 

ARMDt 

31 

Description 
Stereo slides of patients with moderate to 
severe optic disk cupping 
Slides showing (i) blunt trauma, (ii) & (iii) 
corneal scarring, (iv) severe haemorrhaging 
and pooling of blood in the conjunctiva, and 
(v) trachoma. 
Three patients with low level of retinopathy, 
one with retinal haemorrhaging requiring 
laser treatment, and another with treated 
retinopathy 
Monochrome negatives of patients with ( i) 
distorted blood vessels indicating pre
macular fibrosis, (ii) normal retina, (iii) 
diabetes, (iv) diabetes with a number of 
spots of hypo-fluorescence, and (v) 
diabetes. 
Slides showing (i) trauma to the iris, (ii) 
debris on a contact lens, (iii) the 'angle' 
using a gonio-lens, (iv) multi-slit image of 
nodular corneal dystrophy, and(v) an intra
ocular lens. 
Patients with early stage ARMD to end 
stage (blind eye) ARMD 

Table 1: Categories of slides used in the study. 
t ARMD: Age related macular degeneration. 

* Fluoroscein angiogram 

Results 
Figures 7 and 8 are plots of RMS error versus image size 
after JPEG or wavelet compression for each of the groups 
of the images. The mean RMS error +1- the standard 
deviation for each of the three colour channels is shown. 
Standard X and Y axis are used for each group of images 
to enable comparison of the data. 

As expected, image size after JPEG compression varied. 
This is plotted in Figure 9, showing that image 
compression for a given Q-value was highest in ARMD 
and diabetic images, and least in cornea, slit lamp and 
glaucoma images. 

Using interpolation -and extrapolation in a few cases- of 
the plots of RMS error, theRMS error for both methods of 
compression for all images was calculated for an image 
size of 29KB and an image size of 15KB. These image 
sizes were those recommended in our previous study to be 
compression for JPEG and wavelet respectively. 

The RMS error for all of the colours and all of the images 
are shown in Figures 10 and 11. As the FA images were 
monochrome, only a single set of data for JPEG 
compression and another for wavelet compression is 
plotted. Of note is that as the FA images were reduced to 
one colour channel, the final image size after wavelet 
compression was about one third that the other images. 

Compression of JPEG images with Q= 100 produced a 
images sized about 300KB, and low RMS error values. In 
order to optimise the visualisation of the data on the 
graphs, these points were not plotted and the X-axes were 
scaled for image sizes 0 to 150KB. 
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Figure 1: Retina showing severe signs of ARMD; the 
eye is probably blind. 

Figure 3: External image of a cornea showing a scar in 
the superior half. 

Figure 5: Retinal images··of a diabetic patient. 
Haemorrhaging and abnornial vessels can be seen. 

Figure 2: Fluoroscein angiogram of a eye already 
treated with laser. 

Figure 4: Stereo pair of an optic disk. The eye has 
glaucoma as can be diagnosed from the disk cupping. 

Figure 6: Slit lamp image of an eye with blunt trauma 
and rupture of the iris. 
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Figure 7 (a to h): Plots of RMS error versus image size for JPEG and Wavelet compression of diabetic, slit lamp, 
ARMD and corneal images 
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Figure ll: RMS error for JPEG and wavelet compression of the original images to lSkB. Plots of error for the red 
channel only are shown; those for the green and blue channels are similar. As the FA images were monochrome, 
they are plotted with the data of the red channel. Sl-SS: slit lamp images, Cl -CS: cornea images, Al-AS: ARMD 

images, Dl-DS: diabetic images, Gl-GS: glaucoma images, Fl-FS: tluoroscein angiogram images. 

Hllltogram ol Diabetic Image Hllltogram of Cornea lmag• 
25000 25000 

.. ..... ---Gr- -"'-

20000 -- 20000 --
.!! i 15000 11 15000 
D. ... 
' ' 1 10000 I 10000 
z z 

5000 5000 

50 too !50 200 250 50 100 150 200 250 

Pbollntontlly Plxol~ 

Figure 12: Histograms of a typical retinal image (left) and corneal image (right), showing that most image 
information in the retinal image is in the green channel and some the blue channel, while the image information is 

spread more evenly across the three colour channels in the cornea image. 
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Discussion 

This study has investigated JPEG and wavelet compression 
of a wide range of ophthalmic images. The plots of RMS 
error versus image size (figures 7 and 8) show that in most 
cases there is not difference in the RMS error for the three 
colour channels, although in many cases the largest error is 
found in the blue channel. There is a lower variation in 
RMS error after JPEG compression, and the error is also 
lowest in the diabetic and ARMD images. This latter result 
can be expected because the images in these two sets have 
the least variation. On the other hand, the corneal and slit 
lamp images are extremely varied, and these also show a 
wider range of RMS error between the images. In these 
two sets of images the RMS error is also the highest. 

Figures lO and 11 show the relative RMS error at two 
specific images sizes: 15KB and 29KB. Only the red 
channel is plotted; the data from the blue and green 
channels are similar. They show that there is similarity 
between the amount of RMS error after JPEG or wavelet 
compression; if it is high after JPEG compression it is also 
high after wavelet compression. Image CS is a good 
example of this. Regression analysis of theRMS error of 
JPEG versus wavelet compression gave the following 
values ofR2

: 0.91 (red channel; l5KB images), 0.98 
(green), 0.94 (blue), 0.88 (red channel; 29KB images), 
0.98 (green), and 0.96 (blue). 

In most cases JPEG compression resulted in a higher RMS 
error than after wavelet compression for the 15KB images. 
However, for 29KB images the difference between the two 
types of compression is less clear. 

The level of RMS error is higher than that calculated in our 
previous study. In that study the images were all of the 
retina, and had very few abnormalities. To a novice they 
would all look very similar. However, in this study the 
images were very varied with a more spatial and colour 
variation, even within each set. In an image with little 
variation in colour or detail, compression is less prone to 
error. Figure 12 plots the colour information in a typical 
retinal and a typical corneal image in the forms of 
histograms. The colour information is distributed relatively 
evenly across most of the pixel intensity values in the 
cornea image. However, in the retinal image, the 
information is concentrated in a number of very high 
peaks: peaks of low intensity red, green and blue, and a 
high intensity peak for red. In two cases these peaks extend 
beyond the limits of the graph: the low intensity blue peak 
is at 42,000, and the high intensity red peak is at 180,000. 
Most of the image information is in the green channel and 
some in the l.Jlue channel. 

This difference between images is also reflected in the final 
image size after JPEG compression as shown in Figure 9. 
JPEG compression uses a Q value, and for a given Q value 
JPEG compresses images with least colour and spatial 
variation better than those with much variation. 

Not shown in the results is the time taken for compression. 
JPEG compression, as performed by the software used by 
the this study, took only a couple of seconds per image. 
Wavelet compression on the other hand required a few 
minutes per image. Further work is required to determine if 
this can be improved. 

However, as noted in our previous study, JPEG 
compression can be found in most imaging programmes 
and can also be viewed by internet browsers. Furthermore, 
as the RMS error after JPEG compression is about the 
same, or not much higher than after wavelet compression, 
JPEG still should remain the preferred method of 
compression of ophthalmic images. The only variation 
from our previous study is that the RMS error has been 
found to be significantly higher for some of the images in 
this study. 

Monochrome images, such as the FA images used in this 
study, may require other methods of compression to 
optimise the compressed size. JPEG images by definition 
have high resolution; even grey-scale images must be 
converted into a colour. Therefore, although 256 level 
grey-scale images have relatively little colour information 
when compared to the potential for 16 million colours in a 
JPEG image, this advantage is lost when compressing with 
JPEG. On the other hand, wavelet compression operates on 
each colour separately, and potentially the compressed 
image size of a monochrome image is one third that of a 
full colour image; only one colour channel need be 
compressed. 

This factor has important implications for fluoroscein 
angiography; for this a sequence of image is recorded, 
sometimes up to 20. Normally all these images are 
presented to the clinician for assessment and diagnosis. 
However, in a telemedicine system, one may be 
discouraged from sending the whole sequence, merely 
because there are so many images. However, if only a few 
are selected by inexperience personnel, an important 
element in the sequence may not be sent. If image 
compression ofF A images can be reduced to one third, 
using wavelet rather than JPEG compression, then three 
times as many images can be sent without increasing the 
volume of data to be transmitted. 

Further work is needed on corneal and slit lamp images to 
determine if RMS errors of 6 or higher decrease the 
diagnostic quality of the images. 

Another set of images that can also be investigated are 
those used in photo-refraction and the detection of squint. 
It is anticipated that these images can be compressed more 
than those presented in this paper. 

A limitation of this study is that objective analysis of 
compressed medical images has been shown to be poorly 
correlated with subjective assessment. In this study only a 
simple RMS was used to assess the images, even though 
the decision to use this approach was based on our earlier 
work [5] showing little difference between methods of 
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assessment of retinal images. Future studies will be 
required to assess subjectively the compression of various 
types of ophthalmic images included in this current study. 

Conclusions 

1. The use of JPEG for the compression of colour corneal 
and retinal images is recommended over wavelet 
compression because: 

a. JPEG compression is widely available and 
commonly used for other applications, and 

b. the errors generated by JPEG compression are 
insignificantly different from those after wavelet 
compression. 

2. 1.36MB retinal images can be compressed by JPEG to 
about 30KB to retain the diagnostic information. 

3. Corneal and slit-lamp images have significantly higher 
error than retinal images when compressed to 29KB. 
Compression of 1.36MB images to about 60KB is 
recommended until further investigation determines if 
compression to a smaller image size decreases the 
diagnostic quality. 

4. Monochrome images can be compressed to about 30KB 
using JPEG, but these can be compressed potentially to 
one third that size by another method. 

5. Further subjective assessment of these images is 
required to confirm the objective findings of this study. 
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Abstract 

We introduce the 4D Cooccurrence of Gray Level Run 
Length Matrix. Adaptive texture features are obtained by 
weighted summations of the associated 2D sum and dif 
ference matrix elements, using class distance matrices as 
weights, and the positive/negative parts of the class differ-
ence matrices as the domains of the summation. This is 
applied to about 2000 liver cell nuclei from two classes. 

1 Introduction 

Visual textures are spatially extended patterns of more 
or less accurate repetitions of some basic elements, called 
texels. In digital images each texel usually contains several 
pixels, and it-; characteristics and placement can be periodic, 
quasi-periodic or random. Natural textures, e.g. biomedical 
textures, are generally more random, but may well contain 
strong elements of a deterministic or quasi-periodic nature. 

Texture perception is an important element in both hu
man vision and in computer based analysis of digital im
ages. Applications of digital texture analysis range from 
remote sensing to medical diagnosis. For the automated 
analysis of visual textures, a number of texture operators 
have been developed. These can broadly be divided into 
two groups; structural ([4],[10],[32],[22]) and statistical 
([13],[21],[20],[15],[11], [27],[28],[29],[30],[3],[19]). 

The cooccurrence-based approach to the analysis of vi
sual textures has demonstrated a number of successful im
plementations since Haralick et al. introduced the method 
in 1973 [13]. The run-length matrix method of Galloway 
[11] has also proved to be useful, but has only been used in 
a smaller number of published applications. 

A deficiency of the Gray Level Cooccurrence Matrix 
(GLCM) method is that features are global averages across 
entire (sub)images rather than direct meao;urements within 
the scale of a texel. The spatial displacement parameter 
in the GLCM method can only indirectly capture this in
formation, and a large number of GLCM accumulations 
are needed before the geometric properties (e.g. quasi
periodicity, orientation) of texels can be estimated [18],[3]. 

The strenght of the Gray Level Run Length Matrix 
(GLRLM) approach [11], [5] is that it characterizes the spa
tial interrelationship between connected and colinear pixels 
in a visual textural pattern that are so close in gray level that 
they form "gray level runs". Its weakness is that it does not 
capture the shape ao;pects of the texture primitives.- How
ever, it comes much closer to doing this than the GLCM 
approach [13], at the cost of discarding information on the 
probabilities of transitions between gray levels. 

The GLCM will predominantly capture statistics of gray 
level variations within structures/texels, and only a small 
part of the statistical content of the matrix refers to the 
transitions between structures/texels. This led Davis et al. 
[8],[9] to develop and evaluate generalized cooccurrence 
matrices (GCM) based on local maxima of the gradient im
age of the texture, thus basing the cooccurrence matrix on 
gradient magnitude and orientation of local gradient max
ima, and using spatial constraint predicates instead of spe
cific geometric distances. 

In the present study we will form a small set of statisti
cal texture features based on the combination of four simple 
concepts, with a minimum of pre-defined parameters: First 
we will introduce the 4D Cooccurrence of Gray level Run 
Length Matrix, which may be applied to e.g. neighboring 
gray level runs in digital images. Secondly, we will use its 
associated 2D sum and difference matrices. Thirdly, we will 
eliminate the classical step of pre-defined feature extrac
tion from such second order probability matrices. Adaptive 
texture features are obtained by using squared Mahalanobis 
clao;s distance matrices as weight-; in a weighted summation 
over parts of the 2D sum and difference matrix elements. 
Finally, we will use the disjoint positive/negative part<; of 
the class difference matrices as the domains of the weighted 
summation, in order to differentiate between the two prin
cipally different kinds of class differences that may occur. 

This high order statistical texture feature extraction 
scheme will be applied to the peripheral parts of about 2000 
mouse liver cell nuclei from two classes, normal and pre
malignant, and the classification results will be compared 
to that of the classical Gray Level Run Length Matrix fea
tures. 
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2 Cooccurrence of Gray Level Run Length 
Matrix Method 

The Gray Level Run Length Matrix method is a way of 
extracting higher order statistical texture information. The 
technique ha'l been described and applied by Galloway [11] 
and by Chu et al. [5]. A set of consecutive pixels with the 
same gray level, colinear in a given direction, constitute a 
gray level run. The run length is the number of pixels in the 
run, and the run length value is the number of times such a 
run occurs in an image. 

The Gray Level Run Length Matrix as defined by [11], 
[5] is a two-dimensional matrix in which each element 
p(i,jiO) gives the total number of occurrences of runs of 
length j at gray level i, in a given direction 0. 

Such a matrix is not invariant to image size. We there
fore form the normalized Gray Level Run Length Matrix, 
P( i, j), containing the probability of occurrences of runs of 
length j at gray level i, 

P(i,jiiJ) = p(i,jiO) 
2:~1 Ef=lp(i,jiO) 

(1) 

p(i,jiO) ( .. ) {( ) (G R)} 
8 , 21 J E 1,1 , ... , , , 

where 8 is the total number of runs in the image, G is the 
number of gray levels, and R is the maximum run length. 

The number of gray levels, G, in the image is often re
duced by re-quantization prior to the accumulation of the 
matrix. Here we have used G = 16. The matrix values will 
often taper off into a "tail" of longer run lengths. To han
dle this, the run lengths are here partitioned logarithmically 
into ranges, i.e. 1, 2-3, 4-7, 8-15, 16-31, etc., giving a total 
of 8 run lengths. 

As an alternative to the above mentioned methods, we 
now introduce the Cooccurrence of Gray Level Run Length 
Matrix method, CGLRLM. The four dimensional normal
ized matrix P(i,j, k, liO) may be seen as a natural ex
tension of the two dimensional gray level run length ma
trix, containing the probability of cooccurrence of two runs 
of (graylevel,runlength)=(i, j) and (k, l). In general, one 
could specify any geometrical relationship between the two 
runs. However, the most fruitful relationship to capture as
pects of the texture primitives is to consider neighboring 
runs. Run length information for this probability distribu
tion matrix may be obtained along orthogonal directions in 
the image. If the texture is a'lsumed to be isotropic, the run 
length information obtained along orthogonal directions in 
the image may be averaged. Run length statistics along di
agonal directions should be geometrically corrected before 
averaging. If texture anisotropy is important, the matrices 
from different directions should be concatenated, not aver
aged [17]. 
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As shown by Unser [24], the ordinary two dimensional 
cooccurrence matrix may be replaced by its ac;sociated sum 
and difference histograms, as the sum and difference define 
the principal axes of the second order probability distribu
tion function of a stationary random process of two vari
ables with the same variance. Unser also introduced a set 
of global histogram measures, and demonstrated that the 
usual (Haralick) texture features (or some close approxima
tions) ac;sociated with the cooccurrence matrices could be 
computed directly from the sum and difference histograms. 
Unser [24] obtained almost as goqd classification results us
ing this less computationally demanding approach as com
pared to the full GLCM treatment. 

Following this line, two independent runs of 
(graylevel,runlength)=(i,j) and (k,l) may be viewed 
a'l two random variables with the same variance. Thus, 
the four dimensional normalized cooccurrence probability 
matrix P(i,j, k, l) may be replaced by its associated 2D 
sum (Ps) and difference (Pd) run length matrices. So for 
all neighboring runs, the sum and differences of the two 
graylevels and the two run lengths should be computed, 
and the entries in the two matrices accumulated. Finally, 
the sum and difference run length matrices should be 
normalized. 

3 Feature extraction 

The texture features that we extract from the images and 
use as the basic input to our analysis and decision should 
ideally characterize the statistical or structural relationship 
between pixels (or texels), and provide measures of proper
ties such as contrast, smoothness, coarsness, randomness, 
regularity, linearity, directionality, periodicity, and struc
tural complexity within the image. 

In both the GLCM and GLRLM methods, as well as 
in the GCM method, a set of statistical features are used 
to characterize properties of the respective matrix directly, 
and of the associated image only indirectly. Thus, the fea
ture extraction is performed by computing a number of pre
defined, (ad hoc) weighted sums of matrix elements, ei
ther based on the value of each matrix element or based 
on the position of the element within the matrix. The non
uniformity features of Galloway [11] and Chu et al. [5] 
use value-dependent weights, while the others are simply 
position-dependent weight'l. Each of these latter feature 
weights only contain run length or gray level, never both of 
them. So all the pre-defined features of Galloway [11] and 
Chu et al. [5] may be calculated without actually accumu
lating a 2D GLRL matrix. Only the two arrays r(jiiJ) and 
g(iiiJ), i.e. the number of runs of length j and the number 
of runs of gray level value i, have to be accumulated. This 
implies that complex structures in P(i,j) are not captured 
in any single feature. 
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In a similar manner, a number of features could be ex
tracted from the 4D CGLRL matrix - or rather from the 
two associated 2D sum and difference matrices, forming 
a feature vector. However, a major problem in visual tex
ture analysis is that we often have a large number of fea
ture combinations to choose from, and that the features are 
static and pre-defined. Thus, the individual features do not 
adapt to the problem at hand, but we may still get over
optimistic results. The ordinary GLCM method [13] is a 
good example of this, with it~ large number of pre-defined 
features combined with a number of free parameters (num
ber of gray levels, inter-pixel distance, orientation, ... ). Vari
ous feature selection schemes may then be applied to select 
the best subset of features. Identifying these few consis
tently valuable features is important for many applications 
as it improves reliability and enhances our understanding of 
the phenomena that we are modelling. 

Vickers and Modestino [25] were among the first to ar
gue that using pre-defined features from the cooccurrence 
matrix in a texture classification situation is suboptimal and 
that better results would be obtained using the cooccurrence 
matrix directly in a ML-cla~sifier. This is probably also the 
first time 3D plots of estimated GLCM probability matrices 
for each class have been shown for several inter-pixel dis
tances. Walker [26] wa~ first to use 3D GLCM matrices and 
generalize the pre-defined features to optimized weighted 
sums of connected matrix elements so that a feature can in
clude matrix elements across several inter-pixel distances. 

Albregt~en et al. [1] suggested using class distance ma
trices for the GLRLM method, and combining information 
from the entries of the normalized run length matrix, based 
on the class distance matrices. Similarly, we now suggest 
optimizing the feature extraction from the cooccurrence of 
run length matrices. 

For each cell nucleus we obtain a cooccurrence of run 
length matrix. Subsequently, for each element of the matrix, 
we may form the class conditional distribution of the nor
malized matrix value. Hence, we may compute the average 
normalized matrix for each class, class difference matrices 
(i.e. the difference matrices between the average normalized 
matrix for each class), and finally the Mahalanobis cla~s dis
tance matrix. We then determine whether there exist regions 
of consistently high values within the class distance matrix, 
and form adaptive texture features for each image by sum
ming the local values of the cooccurrence of runs matrix 
using the distance matrix values a~ weight~. 

If we assume that G = 16 and R = 8, there are 
G2R2/(2(2G-1)(2G -1)) ~ 17.6 times more matrix bins 
to populate in the 4D matrix than in the two 2D matrices. 
Because of this significant dimensionality reduction it will 
be more relevant to use the 2D normalized sum run length 
matrix, Ps(C'l/Jiwl,Z),~ = i + k E {2,2G},'I/I = j +lE 
{2, 2R}, ana the 2D normalized difference run length ma-

trix, Pd(r,olwi,z),-y = i- k E {-G + 1,G -1},o = 
j- l E { -R + 1, R- 1}, for each cell nucleus from the 
two classes w1 and wz. 

We note that now two class difference matrices tl have 
to be used, one computed from the two sum run length ma
trices and one from the two difference run length matrices 

As(~, '!/liPs) = Ps(f., 1/llw1) - P.(f,, 'l/Jiwz) 
tld('Y, oiPd) = Pd('Y, 8lw1) - Pd('Y, oiwz) (2) 

where Pk(., .lwn) is the average normalized sum (k = s) or 
difference (k =cl) run length matrix for a given class wn. 

Likewise, two Mahalanobis class distance matrices must 
be used, Mw 1 ,w2 (~, 1/IIPs(f., 1/1)) for the sum run length ma
trices, and Mw 1 ,w2 (-y, oiPd('Y, 8)) for the difference run 
length matrices. In the four features defined below, we also 
utilize the fact that in the two-class problem, the class dif
ference has a sign, depending on whether the first or the 
second class matrix contain the highest local probability. So 
the weighted summation is performed over the two disjoint 
partitions of the cla~s difference matrices 

n+(LlsiP.) = {f.>l/JIAs(~,,Pifis) 2: 0} 
f!_(tlsiPs) = {f.,'l/lllls(f.,'I/IIPs) < 0} 

n+(tldiPd) = {'Y, 8ltld('Y, 61Pd) 2: o} 
n_(tJ.diPd) = {'Y, oltld('Y, oiPd) < o} (3) 

The four features from the sum and difference run length 
matrices for an image from cla~s wn. where nE {1, 2}, are 
then given by 

Fa+= L Pa(~,t/Jiwn) [Mwl ,W> (~,t/JIFa(€,t/J))t 
O+(t..I.P.) 

F._= L Pa(€,t/Jlwn) (Mw1,w2 (€,t/JIP.(e,t/J))t 

Fd+ = L Pd{--t,&lwn) [Mw1,w2 ('Y,o!Pd('"f,o))) 2 

o+(t.di.Pd) 

Fd_ = L Pd('"f,&lwn) [Mw1ow 2 ('Y,oJPd(/',&))) 2 
(4) 

o _ (t.di.Pdl 

We compare the above features to the usual GLRLM fea
tures [11], [5], noting that we have redefined GLN and RLN 
to be invariant to the size of the image containing N pixels: 

SRE = 2::1 2::=1 P{i,j)/j2 

LRE = 2:7=1 L:=lj2P(i,j) 

GLN = L:1 (2::~1 P{i,j)r 

RLN = 2::=1 (2::~1 P(i,j)r 

RP =-liS 
LGRE = L~1 L:=1 P(i,j)/i2 

"'G "'R ·2p(· ') HGRE = wi=1 61= 1 z z,J (5) 
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4 Thelmages 

In order to illustrate the application of the texture feature 
extraction method, we have chosen the hepatocyte nuclei of 
normal liver and hyperplastic nodules (premalignant) from 
a controlled experimental carcinogenesis experiment on in
bred mice [6],[7]. Care and treatment of animals, prepara
tion of liver specimens, and preparation of liver sections are 
described in [16], where the full range of four classes are 
included. The "normal" (non-proliferating) class consisted 
of liver samples from five animals. The ''noduli" cla'>s in
cluded 15 nodules (0.5-2 mm in diameter) isolated by liver 
perfusion of 15 mice. The value of each texture feature used 
here to classify each sample (lesion) was the mean value of 
about 100 cell nuclei from each sample. Figure 1 shows 
examples of nuclei from the two cla">ses. 

Ultrathin liver sections (60-90 nm) were studied at a 
magnification of 2500 in a transmission electron micro
scope. The cell images were recorded on photographic film 
and were examined using a video camera to capture the pos
itive electron micrographs (total magnification 7500). The 
images of cell nuclei were selected at random from a larger 
set of cell images from each sample. Each nuclear image 
wa'> stored in 512 x 512 x 8 bits, and the pixel resolution 
wa'l 39 nm per pixel on the cell specimen. 

A 3 x 3 median filter was applied in order to reduce pos
sible noise without too much unwanted altering of the local 
texture. Thi.'l wa'> followed by a manual segmentation to ex
tract the cell nucleus a'> the region of interest. Subsequently, 
the histograms of all images were normalized to the same 
mean value (127.5) and standard deviation (50.0). The gray 
level value 255 was used as background. 

Of particular interest is a quantification of the tendency 
of condensed heterochromatin to be located adjacent to the 
nuclear envelope [31]. We have shown earlier [16] that the 
cla">sification performance of several textural features were 
enhanced when separate estimates were made in the center 
and periphery of the cell nuclei. 

A spiral scanning algorithm was used for the cell images, 
employing a backtracking bug follower [2],[16]. Starting 
with the segmented cell nucleus, we follow the (outer) con
tour of the nucleus, and spiral inwards as we peel off layers 
of pixels from the nucleus, forming a 1D gray level signal. 

Using this "peel-off-scanning", it is straightforward to 
get a separate treatment of center and periphery which 
would be hard to achieve when using GLRL matrices based 
on orthogonal directions. Assuming a local directional 
isotropy in the texture of the nuclear chromatin, the approxi
mately tangential direction of the "peel-off-scanning" is the 
natural choice. As demonstrated by Nielsen et al. [16], the 
outer 25 - 30% of the cell nuclei contains important texture 
information about the differences between the classes. The 
1D gray level signal resulting from the "peel-off scanning" 

Figure 1. Examples of liver cell nuclei from normal 
(top) and noduli (bottom) samples. The borders be-
tween the 30% peripheral and 70% central part are 
outlined as a thin white line. 
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of each cell nucleus was therefore divided into a peripheral 
30% and a central 70% segment, and the GLRL matrices 
were accumulated from the peripheral segment. 

5 The Classifier 

Bayesian cla'isification with equal prior probabilities for 
each class was used as the rule for classification. The value 
of each texture feature used here to cla'lsify each sample 
was the mean value of about 100 cell nuclei. The feature 
distribution within each cla'ls was a">sumed to be multivari
ate normal and the within-class covariance matrices were 
assumed equal. Because of the small number of samples 
available, we have used the leave-one-out method to esti
mate the misclassification rates. Thus, the same data set 
was used both to define and evaluate the linear discriminant 
functions. However, for each cycle of the leave-one-out, 
new class difference and Mahalanobis class distance matri
ces were obtained. 
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6 Results 

The difference between the mean normalized sum run 
length matrices Ps(f., 'ljJjw1) and Ps(~, 'I./Jiw2), and the dif
ference between the mean normalized difference matrices 
Pd('y, 8jw1) and Pd('y, 8jw2), extracted from the premalig
nant and normal classes, respectively, together with the cor
responding CGLRLM Mahalanobis Class Distance Matri
ces are shown in Figures 3 and 4. 

The clac;sification performance of the best single features 
from l) the seven clac;sical pre-defined GLRLM features 
and 2) the set of four new adaptive features are given in 
Table 1. For each texture feature, the table also gives the 
statistical Bhattacharyya distance , J B ( w1 , w2 ), between the 
classes w1 and w2 [12], ac;suming normal distributions of 
features within each clac;s. Each of the single features listed 
in the table classified one (ERR=5%) or two (ERR=lO%) 
noduli samples as normal. 

Table 1. The Bhattacharyya distance between the 
classes and the classification error estimated by the 
leave-one-out method are given for the best 1) clas-
sical GLRIM features, 2) new adaptive features ex-
tracted from CGLRIM. The features are extracted 
from the 30% peripheral part of the cell nuclei. 

Method I Features I J B I Error (%) 
classical GLRLM SRE 1.50 10 
classical GLRLM LRE 1.21 10 
classical GLRLM RLN 1.45 10 
classical GLRLM RP 1.06 10 

adaptive CGLRLM F. 0.87 10 
adaptive CGLRLM Fs_ 1.30 5 
adaptive CGLRLM Fd+ 1.35 5 
adaptive CGLRLM Fd 1.33 10 

25,-----~-~~~--, 

20 

15 

ID a 

g~. -7~.~~~1~.1~172 -71 .~3 -71 .• ~1~ .• -71.6 

Figure 2. Estimated upper and lower Chernojf 
bounds on the Bayesian classification error, together 
with the classification error estimated by the leave-
one-out method, for the eight features ofTable 1, as a 
function of the distance between the classes. 

Figure 3. Top: The difference between the mean 
CGLRL sum matrices from the premalignant and the 
normal classes. The lighter areas correspond to ma-
trix elements that are more probable for the pre-
malignant class than for the normal class and the 
darker areas correspond to elements that are less 
problable for the premalignant class than for the nor-
mal class. Bottom: The Mahalanobis distance matrix 
between the normal and precancer classes, based on 
the CGLRL sum matrices. The intensity corresponds 
to distance value. 

7 Discussion 

From the Bhattacharyya class distances J8 in Table 1, 
we may estimate upper and lower bounds on the Bayesian 
clac;sification error [12]. As shown by Figure 2, the clas
sification error estimated by the leave-one-out method falls 
nicely between the Chemoff bounds for all eight features. 

A provision for a matrix entry to be used in one of the 
four features should be that it is part of a connected set of 

Volume 6, No. 1 Australian Journal of Intelligent Information Processing Systems 



Figure 4. Top: The difference between the mean 
CGLRL difference matrices from the premalignant 
and the normal classes. The lighter areas corre-
spond to matrix elements that are more probable for 
the premalignant class than for the normal class and 
the darker areas correspond to elements that are less 
problablefor the premalignant class thanfor the nor-
mal class. Bottom: The Mahalanobis distance matrix 
between the normal and precancer classes, based on 
the CGLRL difference matrices. The intensity corre-
sponds to distance value. 

localized and consistently high values in the class distance 
matrix. It is evident from Figures 3 and 4, and also im
plicitely from Figure 5 that this provision is fulfilled. 

From Figure 5 (top) one may observe that a gray level 
difference of one between neighboring runs is more proba
ble within the peripheral part of nuclei from the premalig
nant class than for normal nuclei, while larger gray level 
differences (from two to five) are more probable in the pe
ripheral part of normal cell nuclei. 

This explains the higher probability of odd number sums 
of gray levels in the premalignant clao;s, as seen in Figure 3. 
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Figure 5. The difference between the transition prob-
abilities between neighboring runs, as a junction of 
the absolute value of the difference between the gray 
level values (top), and as a junction of the absolute 
value of the difference between the run length values 
(bottom), computed from the premalignant and nor-
mal classes. A positive value indicates a higher prob-
ability of occurrence in the premalignant class. 

It also maps directly onto a horizontal profile through Fig
ure 4 (top). Neighboring runs with equal run lengths are 
more probable for normal nuclei than for nuclei from the 
premalignant class, while run length differences of two and 
three (note the logarithmic partitioning) are more probable 
for nuclei from the premalignant class (see Figure 5 (bot
tom)). This is similar to a vertical profile through Figure 4 
(top). 

It is known that carcinogenesis can involve alterations 
of normal gene regulation [7], giving both an increased 
amount of as well as structural differences in the chromatin 
[14], [23], [31]. Of special interest for us is a quantification 
of the chromatin structure close to the nuclear membrane. 
There is a qualitative visual impression that the peripheral 
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Figure 6. The two best features, Fs_ (horizontal 
axis) and Fd+ (vertical axis) for samples from the 
normal (o) and noduli (6) classes. 

condensations of heterochromatin are larger in the prema
lignant than in the normal cla<>s. The higher probability of a 
gray level difference of only one in the premalignant class 
points to the fact that the gray level surface structures are 
larger, making the gray level surface less complex. 

It is evident from Figure 1 that the manual segmentation 
is not always perfect. However, the 30% peripheral segment 
seems to be able to capture the condensed heterochromatin 
located adjacent to the nuclear envelope. 

We note that the (dark) nucleoli are randomly present in 
some of the nuclear images, and that these have not been 
removed by segmentation (see Figure 1). Thus, they may 
influence the texture parameters extracted from the periph
eral part of each single cell. However, as the value of each 
texture feature used here to classify each sample (lesion) is 
the mean of about 100 cell nuclei, this should not bias the 
result<>, unless the probability of nucleoli occurring in the 
two segment<> differ significantly between the classes. 

Figure 6 shows a scatter plot of the two best new adaptive 
features. Evidently, the two features are correlated, but they 
still serve to show the within-class variation as well a<> the 
gradual transition between the normal and the premalignant 
classes. 

The proposed feature extraction from Coocurrence of 
Gray Level Run Length Matrices may be generalized to 2D 
and even 3D images, and we may also concatenate matri
ces if other configurations than neighboring runs are to be 
included simultaneously. 

8 Conclusion 

We have introduced the concept of 4D Coocurrence of 
Gray Level Run Length Matrices. We have used the a<>so-

ciated 2D sum and difference matrices derived from neigh
boring pairs of (run length, gray level value). This has been 
applied to the lD gray level signal obtained by "peel-off
scanning" of the 30% peripheral parts of cell nuclei in TEM 
images of normal and noduli liver cells of in-bred mice. We 
have constructed new adaptive texture features by weighted 
summations over these two 2D matrices, using the Maha
lanobis class distance matrices as weights, and using the 
disjoint positive/negative parts of the class difference ma
trices a<> the domains of summation. Using these weight 
masks to extract just four features from each cell nucleus, 
and using the average of about 100 cell nuclei per sample 
for cla<>sification, we have found that two of the new sin
gle features give a 95% correct cla<>sification, a<> opposed to 
90% for the classical GLRLM features when applied to the 
same 1D gray level signals. 

We note that this way of obtaining CGLRLM feature 
weights eliminates the pre-defined element<> of the classical 
GLRLM technique, as it is adaptive to the actual location of 
consistently high cla<>s distance values within the sum and 
difference gray level run length matrices. 

Work is in progress on testing this approach on other 
probability matrix and probability vector based methods. 
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Abstract 

Gibbs random field model with multiple pairwise pixel 
interactions describes each type of spatially homoge-
neous image textures in terms of a pixel neighbourhood 
and Gibbs potentials that specify the geometric structure 
and quantitative strengths of interactions, respectively. 
Each image is represented by a set of grey level 
eo-occurrence histogmms which are sufficient statistics 
of the model. The histograms permit us to analytically 
approximate Gibbs potentials and recover most char-
acteristic neighbour·hood from a given training sample 
so that the model provides a theoretical framework for 
texture description by intergal histogram-based features . 

Keywords: texture, Gibbs random field, grey 
level eo-occurrence, interaction structure. 

1. Introduction 

We restrict our consideration to the simplest notion 
of spatial homogeneity of image textures: they are as
sumed to be homogeneous if conditional probability dis
tributions of grey levels are translation-invariant. Gen
erally, the probability distribution of grey levels in a 
pixel depends only on grey levels in a characteristic 
pixel neighbourhood, i.e. a subset of pixels with fixed 
relative displacements from the pixel. This translation
invariant neighbourhood specifies the geometric struc
ture of interactions. Each interacting pixel pair is 
the second-order clique of the neighbourhood graph 
connecting all the interacting pixels [2], and image
wide translation-invariant pairwise pixel interactions 
are stratified into several clique families, consisting each 
of translation invariant cliques with a particular inter
pixel displacement. For the Gibbs random field model 
with multiple pairwise interactions (3, 4], each clique 
family has its Gibbs potential that relates the quan
titative strength of pixel interactions to grey level co
occurrences (GLC) in a clique. 

The sum of the potential values over a clique fam
ily, called the partial interaction energy, determines the 

*This work was supported in part by the University of Auck
land Research Committee grant XXXXX/9343/3414083. 

contribution of the family to the entire Gibbs proba
bility of a particular image. The partial energy de
pends only on the Gibbs potential and the GL.C his
togram (GLCH) collected for the clique family so that 
the GLCHs are the sufficient statistics of this Gibbs 
model [3, 4]. Given the interaction structure and poten
tials, the images with the same GLCHs are equiprob
able and hence nondistinct with respect to the model. 
Therefore, each type of spatially homogeneous image 
textures is completely described by a subset of GLCHs 
specified by the characteristic pixel neighbourhood. 

Different integral GLCH-based texture features have 
been used in image analysis over many years [7, 6] but 
with an entirely heuristic choice of the pixel neighbour
hood to collect the histograms. In what follows we 
overview in brief the parameter estimation for the mod
els with multiple pairwise interactions [3, 4] . Our goal is 
to show that a complete quantitative description of two 
specific types of spatially homogeneous images, namely, 
stochastic and regular textures, should be based on 
the characteristic pixel neighbourhood. Experiments in 
simulating textures from [1] show that such description 
is representative of basic visual features of the textures. 

2. Basic definitions and notation 
Let R = {(x,y): x = O,M -1; y = O,N -1} be a 
finite M x N arithmetic lattice. For brevity, we denote 
i = (x,y) the lattice sites. Let g = [gi: i ER; 9i E Q] 
be a digital image with a finite set Q of grey levels. 

An interaction structure in R is presented by a sub
set of clique families C = { Ca : a E A} where A 
is a set of indices. Each family Ca = { (i, j) : i,j E 
R; i- j = na} consists of translation invariant cliques 
(i,j) with a fixed relative displacement na = (oxa, oya) 
between the pixels i and j. The pixel neighbour
hood N A = { na : a E A} that specifies the struc
ture C is a subset of a large search set W of all the 
neighbours with the bounded inter-pixel displacements 
W = {(ox,oy): loxl :S OXmax; loyl :S OYmax}· 

Let V a be a Gibbs potential for the clique family Cn.. 
The potential values depend on the GLCs (q = 9i, s = 
gj) in the cliques (i,j) E Ca: 
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Each clique family influences the Gibbs probability of 
an image g via the partial interaction energy 

Ea(g) L Va(gi,gj) 
(i ,j)EC., 

L Va(q, s)Ha(q, sjg) 
(q,s) EQ2 

V a • Ha(g) = !Cal· V a • Fa(g) 

(1) 

where • denotes the dot product , j . . . j is the set cardi
nality, Ha(g) is the GLCH for the family Ca collected 
over the image g: 

[ 2 ] Ha(g) = Ha(q, sjg) : (q, s) E Q , 

and Fa denote the normalised GLCH, or the relative 
sample frequency distribution of GLCs: 

1 
Fa(g) = ICal Ha(g) 

=[F. ( I ) = Ha(q,sjg) 
- a q, 8 g JCal : ( q, s) E Q 2 

] . 

The GLCH-based Gibbs image model with multi
ple pairwise pixel interactions [3, 4] is specified by the 
neighbourhood NA and potential V, and relates the 
Gibbs probability of a sample g: 

1 
Pr(gJNA, V)= -z-- exp (E(g)) 

NA ,V 
(2) 

to the total interaction energy of the sample: 

E(g) = L Ea (g) V • H(g) 
aEA (3) 

= IRI·V•F(g). 

Here, V= (V a: a EA], H(g) = [Ha(g): a EA], and 
F(g) = [PaF a(g) : a E A] denote the entire potential 
vector, the entire GLCH vector, and the entire weighted 
normalised GLCH vector, respectively, for the interac
tion structure specified by the characteristic neighbour
hood N A. The weight Pa = 1~1 , relating the cardinal
ity of the clique family to the lattice cardinality, tends 
to unity when the lattice size increases. 

3. Potential estimation 
The maximum likelihood estimate (MLE) of the poten
tial V has the simple first approximation [3, 4]: 

(4) 

where ~a ,o(g0 ) = Fa(g0
)- Firf denotes the difference 

between the normalised GLCH F(g0
) for a given train

ing sample go and the like expected histogram, i.e. the 
marginal probability distribution of GLCs 

for the independent random field (IRF). The IRF is 
described by the model of Eq. (2) with zero potential 
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V = 0. The scaling factor >.0 in Eq. (4) is almost 
independent of the normalised GLCHs: 

L P~ L ~~.o(q , sjg0
) 

aEA (q,s)EQ2 1 

</Jgtc L P~ L ~; o(q , sjg0
) ~ </Jgt<: 

aEA (q ,s)EQ2 ' 

>.a = (5) 

where 

is the variance of the relative sample frequencies for the 
IRF. When the lattice size IRI increases, the ratios p0 

tend to unity so that the potential estimate in Eqs. (4) 
and (5) is practically independent of the lattice size. 

Under an additional natural constraint that the sam
ple g 0 should keep the least upper bound of the rank 
in the total Gibbs energy among all the images, the 
analytic form of Eq. (4) holds also for the potentials 
themselves [4]: 

(6) 

and only the factors A = [>.a : a E A] have to be 
estimated for finding the potential MLE. 

4. Characteristic neighbourhood 
The higher the difference ~a .o(g0 ), the greater the im
pact of the clique family Ca on the Gibbs probabil
ity of the training sample go. Therefore a character
istic pixel neighbourhood that specifies the interaction 
structure can also be estimated from the GLCHs for a 
large search set W of clique families by using the par
tial energies of Eq. (1) or other integral measures, e.g. 
the chi-square distances between the GLCHs. 

~ ~~~ ~ ~ 
~QIIJ;.I'~ 

~ ,. 

Figure 1: Stochastic textures D29 "Beach sand" (a) 
and D77 "Cotton canvas" (b) from (1]. 

Because all clique families share the same pixels, the 
GLCHs are not statistically independent, and to find 
a characteristic neighbourhood one has to know how 
strong are their dependences. The simplest assumption 
in (3, 4] that all clique families are (almost) independent 
defines a class of stochastic textures. Two examples of 
such textures are shown in Figure 1. In this case the 
characteristic neighbourhood can be found by choos
ing the clique families with the partial energies over a 
particular threshold . The threshold is derived from the 
relative frequency distribution of these energies over the 
search set W . 
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Figure 2: Regular textures Dl "Woven wire" (a) and 
DlOl "Cane" (b) from (1]. 

The above assumption does not hold for regular tex
tures such as shown in Figure 2. These textures have 
the determining (basic) and minor (fine) repetitive de~ 
tails, and both types are visually important. But the 
partial energies for independent clique families govern
ing a fine interaction structure are usually lower than 
the threshold computed under the assumption that all 
the interactions are independent. A simple model of 
dependences between the GLCHs separates the inter
actions in the search set W into two categories: pri
mary interactions and secondary interactions. Only 
the primary interactions are assumed to be (almost) 
statistically independent and hence characteristic for 
describing a texture. The secondary interactions are 
produced by a statistical interplay of the primary ones 
and need not be included to a characteristic neighbour
hood. This more general assumption permits us to se
quentially estimate a neighbourhood that consists only 
of the primary interactions and describes both the basic 
and fine repetitive details. 

4.1. Parallel neighbourhood estimation 

Under the simplest assumption that all the interactions 
are (almost) independent, the characteristic interac
tion structure of a stochastic texture is recovered by 
comparing the partial Gibbs energies to the threshold 
() = Em + ka depending on their relative sample fre
quency distribution for the search set W. Here, Em 
and a are the mean energy and standard deviation, re
spectively. In our experiments the factor k is mostly 
chosen in the range 3 :S k :S 5. 

Because the scaling factor A.o is the same for all the 
clique families, the basic structure is recovered using 
the relative partial energies 

aEW, (7) 

for the training sample. The relative partial energy is 
Practically the same basic structures are recovered by 
thresholding the chi-square distances x~(F a(g0

), F;rr) 
between the normalised GLCHs for the training sample 
and the marginal probability distribution for the IRF. 

4.2. Sequential neighbourhood estimation 

Let C 0 and C 13 be the independent clique families with 
significant partial energies for the training sample g 0

• 

Then their statistical interplay produces the dependent 

families C,, such that n, = 2 · n 0 , or n, = 2 · np·, or 
n, = n 0 + np, and so forth, that can possess also a 
significant although somewhat lower energy. In other 
words, if the normalised GLCHs F 0 (g0

) and F 13 (g0
) 

differ much from the marginal distribution F;rr for the 
IRF, the similar difference for the GLCH F ,(g0

) can 
also be quite large. 

Assuming that all the interactions are subdivided 
into the independent primary and dependent secondary 
interactions, a characteristic neighbourhood is reduced 
in size and the fine interaction structure is recovered by 
iteratively eliminating the secondary interactions [8, 5] . 
At every iteration t , a clique family which is most char
acteristic with respect to the previously found interac
tion structure is selected and added to this structure. 

4.2.1. Empirical scheme 

The empirical estimation in (8] performs at every iter
ation t the followimg two successive steps. 

1. (Texture simulation) A new texture sample g[t} 

is simulated under a current interaction structure 
C[tJ = {Ca: a E A[tJ}-

2. (Selection of a clique family) The normalised train
ing GLCHs {F a(g0

) : a E W} are compared to the 
GLCHs {F a(g[tj) : a E W} for the simulated sam
ple g[t] to select the most characteristic primary 
clique family and add it to the current structure. 

The selection can be based on the maximum relative 
partial energy 

(8) 

but better results are obtained by using the chi-square 
distance X~ (Fa (go), Fa (g[tJ) between the GLCHs. 

In principle, the simulation step takes account of all 
the dependences between the interactions so that the 
structure of the minimum size is expected to be found . 
But the empirical scheme has at least two drawbacks. 
First, it involves a large body of computations for sim
ulating the samples as the time for generating each 
sample is proportional to the current size IAtl of the 
neighbourhood. Thus the total time is quadratic with 
respect to the final neighbourhood size. Secondly, the 
simulation produces a variety of different samples g(t] 
with the GLCHs F a(g[tJ) that approach the training 
GLCHs only on the average. Therefore the selected 
clique families reflect also a particular sequence of simu
lated images so that the same training sample gives rise 
to different characteristic neighbourhoods, especially, 
as concerning the fine structure. 

4.2.2. Approximate analytical scheme 

Assuming that the primary GLCHs are statistically in
dependent, the GLCHs for the secondary interactions 
can be analytically approximated by recomputing each 
current non-primary GLCH, F ,(g), using the last cho
sen primary GLCH, F ,.(g), and the previous GLCH, 
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F .B (g), such that n-y = na- + no . In this case the 
GLCHs in the search set W are analytically updated 
after adding each next primary clique family to the cur
rent interaction structure [5). 

.._ _ _ _._ _ _ __, a .._ __ _._ __ __, b 

_:· I ,:·· 

L--~---' c .. f. d 

Figure 3: Texture D29: the computed (a) and actual 
(b) Gibbs energies for the Gibbs model in Eq. (2) with 
the 10 analytically chosen clique families and the an
alytically chosen neighbourhoods of the 10 (c) and 22 
(d) clique families with the top relative energy. 

.. .... 
)0;' lt'' 

, .. ·(1: 

'-----'-----' a .._ __ _.__ __ _. b 

1 < 
I 

L_ _ _.J:.. __ ..J c .____ ...L__....;J. d 

Figure 4: Texture Dl01: computed (a) and actual (b) 
Gibbs energies for the Gibbs model in Eq. (2) with the 
15 analytically chosen clique families and the analyti
cally chosen neighbourhoods of the 15 (c) and 22 (d) 
clique families with the top relative energy. 

Figures 3, a-b, and 4, a-b, demonstrate the grey
coded actual and analytically computed distributions 
of the relative partial energies of Eq. (7) for the textures 
D29 and D101 over the search set W. This latter set 
is displayed as the 325 x 325 window, each square box 
4 x 4 representing a particular inter-pixel displacement 
(8x, 8y); -40 ~ 8x, 8y ~ 40. The secondary GLCHs 
are recomputed from the centre to the borders of the 
window W to roughly approximate the main part of the 
statistical interplay between the primary interactions. 
The corresponding interaction structures as well as the 
more detailed structures with the 22 clique families are 
shown in Figures 3, c-d, and 4, c-d. 
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In these examples the reduced basic structure 
of the texture D29 contains the two highly ener
getic clique families with the inter-pixel displacements 
{ (1, 0), (0, 1)}. All otherfamilies are two or more orders 
of magnitude lower in the relative energies. As a result, 
the chosen fine structure of this texture contains only 
non-characteristic long-range interactions that do not 
represent specific visual features and are obviously arbi
trary, as distinct from the characteristic fine structure 
of the regular texture DlOL As will be shown later, 
the sequential search for the top relative chi-square dis
tances results in more efficient neighbourhoods for the 
stochastic texture D29. 
· The analytical scheme gives a reasonable fit to the 
actual partial energies as well as to the GLCHs for the 
clique families . Therefore it is of interest to experimen
tally compare this scheme to the empirical one . 

5. Texture simulation experiments 

We generate textures by the controllable simulated an
nealing (CSA) introduced in [3, 4). The CSA exploits 
the Gibbs model in Eq. (2) with the fixed character
istic pixel neighbourhood N A to produce a nonsta
tionary Markovian chain of images. Each successive 
image, g[t], t = 1, 2, ... , T, is obtained from the pre
ceding one, g[t-l], by stochastic relaxation using the 
Metropolis sampler [2] with a concurrent adaptation of 
the potential, V[t]· Each macrostep t traces randomly 
without repetition the entire lattice R . The potential 
adaptation provides for stochastic approximation of the 
training GLCHs {F a(g0

) : a EA} with the GLCHs for 
the generated images. 

Below, each individual simulation experiment. uses 
T = 300 macrosteps of the CSA with the same control 
parameters that have been used in [4] to generate differ
ent stochastic textures. All the training and simulated 
samples are of size 128 x 128 pixels, unless otherwise 
specified, and the search set W represents 3280 clique 
families within the bounds 8xmax = 40, 8ymax = 40. 

5.1. Simulation with the neighbourhoods 
estimated in parallel 

Figures 5- 8 show the CSA-simulated samples of the 
textures D1, D29, D77, and D101 from [1]. The train
ing samples were shown in Figures 1 and 2. Charac
teristic neighbourhoods of different size, estimated in 
parallel for the stochastic textures D29 and D77, result 
in a good visual quality of simulation. Here, the neigh
bourhoods selected by thresholding the partial Gibbs 
energies or chi-square distances from the IRF are al
most the same. 

At the same time the estimated structures of the reg
ular textures Dl and Dl01 reproduce only roughly the 
repetitive fine details of the original patterns, and the 
larger sizes of the neighbourhoods do not significantly 
improve the simulation. 
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Figure 5: Texture D29: CSA-simulation with the 
neighbourhoods of 11 clique families found by thresh
olding the chi-square distances (a) and the partial 
Gibbs energies (b). 

Figure 6: Texture D77: CSA-simulation with the 
neighbourhoods of 44 (a) and 125 (b) clique families 
found by thresholding the chi-square distances. 

a b 

Figure 7: Texture D1: CSA-simulation with the basic 
structures of 48 (a) and 73 (b) clique families found by 
thresholding the chi-square distances. 

........ , ....... . 
····;•;··~·: .. :· 
Hll~·i\[ti·i . 
..... ...... .. .. .......... :. ;• ' 

Figure 8: Texture Dl01: CSA-simulation with the 
neighbourhoods of 39 (a) and 63 (b) clique families 
learned by thresholding the partial Gibbs energies. 

5.2. Simulation with the neighbourhoods 
estimated sequentially 

Figure 9 shows the samples of the texture D29 sim
ulated with the characteristic neighbourhoods found 
for the training sample in Figure 1, a, by the energy
based empirical sequential choice. As indicated earlier 
(see Figure 3), the actual energy distribution over W 
is closely approximated by the statistical interplay of 
only the two clique families with inter-pixel displace
ments (1, 0) and (0, 1). Another clique families are cho
sen rather arbitrary among the remaining families with 
very low relative Gibbs energies, and the final interar:
tion structure is unsuitable for simulating the texture 
samples that are visually similar to the training sam
ple. The images in Figure 9, in contrast to the·simu
lated samples in Figure 5, difFer much from the training 
sample even when the overall interaction structure has 
the greater size than the structure found by threshold
ing the partial energies. 

a 

Figure 9: Texture D29: CSA-simulation with the 7 
(a) and 11 (b) clique families found by the sequential 
empirical choice of the top relative partial energy. 

Figure 10: Texture D29: simulation with the 8 (a) 
and 12 (b) clique families found by the sequential em
pirical choice of the top relative chi-distance. 

At the same time, the empirical sequential choice 
of the top chi-square distance produces much better 
neighbourhoods for this texture. The simulated sam
ples in Figure 10 are now similar to but seem still to be 
slightly worse than those in Figure 5. 

Figures 5 and 9-]2 show that the characteristic 
neighbourhood recovered in parallel by thresholding 
the partial energies produces visually better results. 
The analytical sequential search behaves in this case 
almost as the empirical one if the larger neighbourhood 
is chosen. Although th sequential search for the top 
chi-square distance gives more appropriate interaction 
structures, these latter are still less efficient than the 
structures obtained in parallel. The simulation with 
the 16 analytically chosen clique families in Figure 11 
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Figure 11: Texture D29: CSA-simulation with the 4 
(a) and 15 (b) clique families found by the analytical 
sequential choice of the top relative Gibbs energy. 

Figure 12: Texture D29: GLC-simulation with the 6 
(a) and 16 (b) clique families found by the analytical 
sequential choice of the top relative chi-square distance. 

is similar to the simulation with the 8-12 empirically 
found ones in Figure 10, and both simulations rank be
low the samples in Figure 5. 

One possible reason of the ineffective sequential 
search is that the Gibbs energies do not properly 
manifest the assumed statistical relations between the 
GLCHs so that the detection of primary interactions 
and exclusion of secondary ones using the relative ener
gies of Eq. (8) is not justified. In this case the sequential 
search can only deteriorate the actual interaction struc
ture. The relative chi-square distances detect more ac
curately the secondary interactions for the stochastic 
texture D29 although the better or at least the same 
simulation quality is obtained under the initial assump
tion that all the interactions are almost independent. 
Siniilar results hold for the stochastic texture D77 in 
Figure 13 but here the sequential search results in the 
characteristic neighbourhood of smaller size. 

L...__--L.. _ _ ....J b 

Figure 13: Texture D77: CSA-simulation (a) with the 
neighbourhood of 25 clique families (b) found by ana
lytic sequential choice of the top relative Gibbs energy. 

Figure 14 presents the D101 samples simulated once 
the interaction structure is estimated by the energy
based empirical sequential search. The training sample 
Dl01 is in Figure 2, b. Here, the final neighbourhoods 
of the 19-22 families both contain less clique families 
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d 

Figure 14: Texture Dl01: GLC-simulation with the 
19 (a) - 22 (d) clique families found by the s~quential 
empirical choice of the top relative Gibbs energy. 

and represent better the fine repetitive details than the 
neighbourhood of the 63 families in Figure 8, d, found 
in parallel. 

c 

:•·•:•.•:•······ · . ;~ :~,~: e~:•:·:~:y ....... :.•:•····· 
. ~-~:.~,·- ~· .. )r .. : ... : •..... :. 
:c; : ili : ~~!li..~¥" 
-· ~ ~. ~~~;~ ;~ , -: ·,~ 

· · ·-···~· -·:•:• >~-~.~~~: 'i :~:·~ ...... , ..•.. : .. · .•.... :.-.... 
;:: :·:::'f~}! 

-: ..... ·.:··· .c!l'~~ : ~;~~:~c ~ ~ .•..... ~.• :• :•. 
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Figure 15: Texture DlOl: CSA-simulation with the 
22 (a, c) and 63 (b, d) found by the analytical sequential 
choice of the top relative Gibbs energy and the top 
relative chi-square distance, respectively. 

In this case the sequential choice forms a reduced 
characteristic neighbourhood of about 16-18 clique 
families describing the basic repetitive visual pattern. 
Then the additional 4-6 clique families describe the fine 
details of the texture. The visual quality of simulation 
does not steadily increase with the size of neighbour
hood. As follows from Figure 14, c, the quality may 
even significantly degrade after adding the next clique 
family. But then usually the quality is restored and im
proved, once one or two more families are added. Un
fortunately, it is still unclear how to relate the visual 
quality of simulation to certain quantitative features of 
a current pixel neighbourhood at each iteration t of the 
sequential search. 

The analytical sequential search in Figure 15 cre
ates the neighbourhoods of the 15-19 clique families 
describing roughly the basic repetitive pattern of the 
texture. The CSA-simulation with these nsmall eigh-
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Figure 16: Texture DlOl : CSA-simulation with the 
40 clique families found by the analytical sequential 
choice of the top relative Gibbs energy. 

bourhoods produces the samples that are very Simi
lar to the samples in Figure 8, c-d, obtained with the 
neighbourhoods of the 39-63 families. But the search 
for the fine structure is less efficient so that two-three 
times larger neighbourhood of the analytically selected 
clique families is required to produce results similar to 
those for the empirically found neighbourhood. 

............. -~···-···· 
·-····:···~-··;•:• -••• .. 
~~i;:;-;\~~s;~$~i;;~::;~~:·; : : 
. _:~.:~:~ ~:!f!:_~:.•.;!'~:~.:~:~:,·~:~-~-

:•:•····:•:•·-·:•:•:•:•:•=··· ·•·•· ····:4i:-.: .• :ti:ii:•:~t:.:it:·:~H~:t.·•·• 
.• ,.:4i:ti:ii:41t:'idt:1i;·;··=·····:· •.• 
.•. •·•:9:4i:.t'a:ii:·•;•h•:•·•·• ·• .• •· 
.•. •:• •:•:•: ti'adiclt:•:•· • :ti:e :it •· 
;·:·:·~·;····'ti'iol.'ila:i*':•:•:•·•:• •.•. 
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Figure 17: Texture DlOl: CSA-simulation with the 
22 families found by the sequential empirical choice of 
the top relative Gibbs energy. 

For comparison, the samples 256 x 256 in Figures 16 
and 17 are simulated with the 40 and 22 clique families, 
respectively, chosen by the energy-based analytical and 
empirical search. The textures in Figure 16 and 15, d, 
represent fine repetitive details to the lesser extent than 
the samples in Figures 14 and 17 obtained by the empir
ical search. The analytical search based on the relative 
Gibbs energies works for the texture Dl01 better than 
the one based on the relative chi-square distances. 

Figures 18 and 19 show the simulated samples of the 
texture Dl. The characteristic neighbourhoods of the 
13-16 and 37-40 clique families are obtained by the 
empirical sequential search of the top chi-square dis
tance between the training and generated GLCHs. The 
training sample D1 is in Figure 2, a. As follows from 
Figures 7 and 18, the basic repetitive pattern is repli-

b 

d 

Figure 18: Texture D1 : CSA-simulation with the 13 
(a) - 16 (t) clique families found by the sequential em
pirical choice of the top relative chi-square distance. 

a b 

c d 

Figure 19: Texture D1 : CSA-simulation with the 37 
(a)- 40 (d) clique families found by the sequential em
pirical choice of the top relative chi-square distance. 

a b 

c d 

Figure 20: Texture Dl: GLC-simulation with the 14 
(a), 26 (b) , 34 (c) , and 40 (d) clique families found 
by the analytical sequential choice of the top relative 
chi-square distance. 
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cated by the neighbourhood that contains only 13-16 
clique families. But then the 24-27 families have to be 
added to approximate with some degree of certainty the 
minor details of this texture. The visual quality of the 
samples simulated with the additional clique families in 
Figure 19 and 19 is considerably improved comparing 
to Figure 20. 

Although the repetitive details of the regular texture 
01 are reproduced less efficiently than those of the tex
ture 0101, the sequential search outperforms notice
ably the parallel thresholding. The analytical scheme 
illustrated by Figure 20 presents here a reasonable al
ternative to the empirical one although the simulated 
samples seem to have a bit lesser visual quality than 
the samples in Figures 18 and 19. 

6. Conclusions 

These and other experiments in (3]-[5], as well as exper
iments in various colour and greyscale textures by the 
empirical sequential estimation of characteristic pixel 
neighbourhoods in [8], suggest that the Gibbs model of 
Eq. (2) can efficiently describe two classes of spatially 
homogeneous image textures, namely, the stochastic 
and regular textures. Clique families that form the 
characteristic interaction structures have different in
terdependences in each class. 

The interaction structure of a stochastic texture 
consists of clique families with partial Gibbs energies 
(or chi-square distances to the IRF) over a particular 
threshold. All the families are assumed to be statisti
cally independent so that the estimated neighbourhood 
cannot be reduced in size. 

The structure of a regular texture contains both inde
pendent primary interactions and dependent secondary 
interactions produced by the primary ones. These in
terdependences permit us to reduce the size of a char
acteristic neighbourhood and recover more representa
tive set of the primary interactions by the empirical 
or analytical sequential elimination of the secondary 
interactions. The sequential search produces efficient 
interaction structures only if our assumption about the 
independent primary GLCHs has a reasonable fit to the 
textures under consideration. 

The empirical sequential scheme slightly .outperforms 
the faster analytical one as concerning the fine repet
itive patterns of regular textures. But the empirically 
and analytically found neighbourhoods that describe 
the basic, or rough repetitive patterns are very similar. 

The sequential search for a characteristic pixel neigh
bourhood can exploit either the relative Gibbs ener
gies or chi-square distances between the GLCHs for the 
training and simulated samples, but the chi-square dis
tances give in some cases better description of a regular 
texture. At the same time, the sequential search may 
even deteriorate the interaction structure of a stochas
tic texture comparing to the parallel thresholding. 

The empirical sequential search involves a substan
tial amount of computations. The alternative analyti-

53 

cal scheme is much faster but reproduces only approx
imately the actual dependences between the primary 
and secondary interactions. Therefore, the analytical 
search has to produce larger characteristic neighbour
hoods to approach, if possible at all, the quality of tex
ture simulation after the empirical search. 

Main drawback of the empirical sequential search is 
that the found characteristic neighbourhood depends 
on a particular chain of generated samples. There
fore the same training sample may produce different 
characteristic neighbourhoods, especially, as concerned 
the fine details of a repetitive pattern to be simulated. 
Also, all the sequential schemes as well as the paral
lel thresholding have no theoretically justified rules of 
choosing an adequate size of the pixel neighbourhood, 
and this size is selected on the experimental base. 

Nonetheless, the estimated characteristic neighbour
hoods and the corresponding GLCHs give a complete 
quantitative description of each texture with respect to 
the Gibbs random field model with multiple pairwise 
pixel interactions. Therefore, such a description should 
govern a choice of particular integral GLCH-based fea
tures for describing the stochastic or regular textures. 
In particular, the neighbourhoods N A and correspond
ing G LCHs are efficient for a scale-orientation indepen
dent query-by-image texture retrieval [4]. In this case 
the similarity between a query image and the entries of 
an image data base is obt~ined first by matching only 
the neighbourhoods with exhausting possible scale and 
orientation transformations and then by using the chi
square distances between the normalised GLCHs. 
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Hand gesture recognition is an active area of research in recent years, being used in various 
applications from deaf sign recognition systems to human-machine interaction applications. 
The gesture recognition process, in general, may be divided into two stages: the motion 
sensing, which extracts useful data from hand motion; and the classification proces~. which 
classifies the motion sensing data as gestures. The existing vision based gesture recognition 
systems extract 2-D shape and trajectory descriptors from the visual input, and classify them 
using various classification techniques from maximum likelihood estimation to neural 
networks, finite state machines, Fuzzy Associative Memory (FAM) of Hidden Markov 
Models (HMMs). This thesis presents the framework of the vision-based Hand Motion 
Understanding (HMU) system that recognises state and dynamic Australian Sign Language 
(Auslan) signs by extracting and classifying 3-D hand configuration data from the visual 
input. The HMU system is a pioneer gesture recognition system that uses a combination of a 
3-D hand tracker for motion sensing, and an adaptive fuzzy expert system for classification. 

The HMU 3-D hand tracker extracts 3-D hand configuration data that consists of the 21 
degrees-of-freedom parameters of the hand from the visual input of a single viewpoint, with 
an aid of a colour coded glove. The tracker uses a model-based motion tracking algorithm 
that makes incremental corrections to the 3-D model parameters to re-configure the model to 
fit the hand posture appearing in the images through the use of a Newton style optimisation 
technique. Finger occlusions are handled to a certain extent by recovering the missing hand 
features in the images through the use of a prediction algorithm. 

The HMU classifier, then, recognises the sequence of 3-D hand configuration data as a sign 
by using an adaptive fuzzy expert system where the sign knowledge are used as inference 
rules. The classification is performed in two stages. Firstly, for each image, the classifier 
recognises Auslan basic hand postures that categorise the Auslan signs like the alphabet in 
English. Secondly, the sequence of Auslan basic hand postures that appear in the image 
sequence is analysed and recognised as a sign. Both posture and sign recognition are 
performed by the same adaptive fuzzy inference engine. 

The HMU rule base stores 22 Auslan basic hand postures, and 22 signs. For evaluation, 44 
motion sequences (2 for each of the 22 signs) are recorded. Among them, 22 randomly 
chosen sequences (1 for each of the 22 signs) are recorded. Among them, 22 randomly 
chosen sequences (1 for each of the 22 signs) are used for testing and the rest are used for 
training. The evaluation shows that before training the HMU system correctly recognised 20 
out of 22 signs. After training, with the same test set, the HMU system recognised 21 signs 
correctly. All of the failed cases did not produce any output. The evaluation has successfully 
demonostrated the functionality of the combined use of a 3-D hand tracker and an adaptive 
fuzzy expert for a vision based sign language recognition. 
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A novel architecture for a high-performance fuzzy logic processor has been developed. It is a 
fully parallel system and is the first fuzzy logic processor architecture to break the billion 
rules per second barrier. 

The objective of this research was to develop a performance-optimized architecture of a 
digital fuzzy logic processor. The architecture was to be as adaptable and generic as 
possible, with no fixed limit on parameters such as resolution or number of inputs, outputs 
and rules. 

The resulting architecture has been designed for implementation in complex programmable 
logic devices (CPLDs). The FLEX 8000 CPLDs' ability to be reconfigured, along with its 
large number of I/0 pins and logic elements, made it an ideal platform for the processor. 

Being a non-adaptive system, parameters such as input and output membership function (MP) 
characteristics, and the rule-base are all determined and tuned during the design phase of the 
processor's implementation. By the efficient utilization of this a priori information, the run
time computations have been minimised resulting in a significant performance increase. The 
inherent parallelism of fuzzy logic has been exploited to create a fully parallel architecture 
which performs min-max based rule inferencing. 

The architecture has been designed to provide either, true centre of gravity (CoG) based 
defuzzification, or the more computationally efficient max defuzzification. The pipelined 
system using true CoG defuzzification with a rule base of 25 rules, performs at over 25 
million fuzzy logic inferences per second (25MFLIPs). An alternative synchronous 
architecture is also presented, which uses max defuzzification and has a throughput of 1.2 
billion fuzzy logic inferences per second (1.2FLIPSs), at a clock speed of 33.8MHz. 

With this novel architecture being able to compute in excess of 1.2 billion fuzzy logic 
inferences per second, it has a throughput that is over an order of magnitude greater than 
current commercially available devices. Potential applications for high-performance fuzzy 
processors include such things as real-time image processing and virtual reality systems. 
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